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Large language model (LLM)-based multi-agent systems (MAS) have moved beyond small debate ensembles
toward workflows in which specialized agents operate across tools, memory, and external environments. This
shift expands what a system can search and verify, but it also makes collaboration expensive: repeated inference
and stateful coordination can outweigh the performance gain. The central efficiency question is therefore
not simply whether multiple agents outperform a single agent under a fixed budget, but when the benefit of
collaboration justifies its end-to-end resource cost. Existing work addresses this question from different aspects:
some studies decide whether collaboration should be invoked, while others assume a multi-agent workflow
is already in place and seek to reduce its overhead. Since these studies define baselines and costs differently,
their reported efficiency gains are difficult to compare. This motivates a unified accounting view that relates
each performance gain to the collaboration overhead required to obtain it.

This survey organizes these efforts around a common view of the problem. We first characterize the Collab-
oration Boundary, which reviews previous works and determines when collaboration is worth invoking. We
then organize existing efficiency methods by three primary control points: Topology, which determines the
participating agents and communication structure; Runtime, which controls the information, models, and state
activated during execution; andOptimization, which learns reusable prompts, workflows, and policies through
search or training. In Evaluation, we further examine how these methods should be evaluated through matched
baselines, explicit resource accounting, and lifecycle cost. We further provide a Synthesis that compares the
resulting evidence, clarifies where reported savings are well supported, and explains why some efficiency gains
may not transfer across settings. We conclude withOpen Problems that identify the remaining gaps in efficient
and scalable MAS design.

Across the literature, a consistent picture emerges. MAS efficiency is a quality–resource trade-off, not a single
measure of agent count, tokens, or cost. The best design depends on the task, the system bottleneck, and the
stage at which resources are spent.
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We will continue to update this survey and its accompanying GitHub repository, and we welcome contributions from the community.
If you are aware of relevant work that is not yet included, please contact us via GitHub or at any of the following email addresses:
liqi@u.nus.edu · lexiang@u.nus.edu · haiquanlu@u.nus.edu. The experimental results presented in this survey are mainly compiled from
those reported in the cited papers for comparative analysis. We welcome corrections or update requests from the original authors.

1

https://lexiang-xiong.github.io/Awesome-Efficient-MAS/
https://github.com/Lexiang-Xiong/Awesome-Efficient-MAS
mailto:liqi@u.nus.edu
mailto:lexiang@u.nus.edu
mailto:haiquanlu@u.nus.edu


Reading guide. Figure 1 summarizes the organization of this survey. Readers primarily seeking an overview of
efficient MAS methods may proceed from Sections 1 and 2 directly to Section 5, whereas those interested in
systematic MAS evaluation and comparable evidence across methods are encouraged to read the survey in full.
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Figure 1 Survey structure. Foundations reviews the common system and resource concepts, and the Boundary identifies
the relevant comparison. Existing efficiency methods are then grouped by their primary control point: Topology, Runtime,
or Optimization. Evaluation and Synthesis organize the available evidence, from which the Open Problems are derived.
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1 Introduction

Large language models have evolved from passive text generators into agents that pursue goals through repeated
interaction with external environments. Foundational work developed iterative agent loops and extended them
to persistent skills and tool use [93, 94, 117, 138, 142, 157, 161, 175, 210]. Building on this progress, large
languagemodel (LLM)-basedmulti-agent systems (MAS) have expanded from small debate ensembles into larger
workflows that coordinate specialized models, tools, memory, and environmental interaction. They now appear
in deliberative reasoning, long-context processing, software and tool workflows, and embodied cooperation
[33, 156, 230, 238, 240]. As these systems grow in scope, organization becomes a first-class systems problem:
the challenge is not only to obtain the benefits of collaboration, but also to avoid making every request pay for
every agent, message, model, and state that a team can activate.

Understanding this organizational problem requires looking beyond agent count. The value of a team depends
on which participants, information paths, and capabilities are activated for a given task. These choices enable
several forms of factorization. Multiple agents can explore different parts of a search space [91], preserve
diverse hypotheses [18, 176], and cross-check one another [33]. Specialized participants can use different
models, instructions, tools, memories, or information sources [176, 224, 230]. Distributed workers can partition
long inputs [240] or execute independent actions in parallel [119, 230], while modular workflows can support
local verification, selective retry, and targeted recovery [66, 204]. In embodied or distributed settings, separate
agents may possess local observations or physically distinct action capabilities [119, 230]. Empirical studies
have shown that interaction, debate, and aggregation can improve model outputs [18, 33] and evaluation
reliability [13], and that the resulting quality depends strongly on how candidate solutions are generated and
combined [79, 91, 176].

The same mechanisms that create this value also introduce substantial overhead. Broader search requires addi-
tional model calls, while specialization can duplicate instructions and shared state. Communication expands
model contexts, and coordination adds orchestration overhead. Parallel execution may shorten the critical
path at the cost of greater total work and peak demand. Persistent memory can reduce repeated reasoning but
consumes resources to build, access, and maintain. Likewise, offline optimization becomes beneficial only
when its search or training cost is amortized over subsequent use. Savings also do not necessarily transfer
across system layers: reducing message tokens may leave cache behavior unchanged, while cache sharing or
model routing can improve one resource dimension without reducing logical work. MAS efficiency is therefore
multidimensional and lifecycle-dependent rather than a synonym for fewer agents or fewer visible tokens.

These observations show that capability alone is insufficient for assessing multi-agent systems, bringing effi-
ciency into focus. Besides, existing surveys have not treated efficiency as a central organizing problem, while
relevant studies remain scattered across several lines of research. A sufficiently comprehensive and clearly
delineated taxonomy is therefore essential. Such a taxonomy must do more than catalogue existing methods:
it should identify the system object each method modifies, the timescale at which it operates, the resource
dimensions it targets, and whether its apparent savings are shifted to another stage. Constructing such a taxon-
omy is challenging because similar mechanisms are often described using different terminology, while a single
method may span communication, routing, scheduling, and learning. Moreover, logical organization, model
execution, and system serving are tightly coupled, so a local reduction in one resource does not necessarily
translate into an end-to-end efficiency improvement.

Accordingly, this survey organizes existing methods based on where they primarily intervene. After defining the
collaboration boundary, we distinguish three method families: Topology, which modifies team composition and
communication structure; Runtime, which governs the information, models, and system state activated during
execution; andOptimization, which learns reusable configurations and policies through search or training. This
taxonomy separates methods according to what they principally change, while retaining the interactions among
system structure, execution, and learning.

The survey question. These considerations lead to the central question of this survey: when does multi-agent
collaboration justify its resource cost, and how can it be made more efficient?
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Positioning. Prior surveys have catalogued LLM-basedmulti-agent architectures and collaborationmechanisms[46,
50, 170], benchmarked agent capability [111, 253], or reviewed focused subsets such as agentic RAG [159],
agent memory [194], and agent interoperability [34]. This survey differs in three respects: (i) it places efficiency
at the center and considers collaboration across its full lifecycle; (ii) it classifies methods by their primary con-
trol point, providing a consistent basis for organizing future systems; and (iii) it incorporates matched baselines,
resource accounting, and offline-cost amortization into the interpretation of reported gains.

Organization. The remainder of the paper follows this structure. Section 2 provides background on LLM-
based agents and multi-agent systems. Section 3 establishes the common system and resource foundations,
and Section 4 examines the collaboration boundary. Sections 5.1 to 5.3 then review topology, runtime, and
optimization methods, respectively. Section 6 presents the evaluation framework, Section 7 consolidates the
empirical evidence and deployment implications, and Section 8 develops the open research agenda. Empirical
results are discussed alongside the mechanisms they support, so that their resource definitions and evidence
boundaries remain explicit.

2 Background

LLM-basedmulti-agent systems build on two lines of research: LLM-based agents and traditional multi-agent sys-
tems. The former place a language model within an iterative decision loop, while the latter provide formalisms
for interaction among multiple autonomous decision makers. This section introduces both foundations and
explains how they converge in contemporary LLM-MAS, providing the technical context for the resource-aware
system model developed in the next section.

2.1 LLM-Based Agents

An LLM-based agent places a language model within an iterative decision process [210]. Unlike a standalone
completion, it maintains state and uses environmental feedback to guide subsequent actions, often through
external tools.

Let ht denote the interaction history available at step t,Mt the agent’s persistent memory, and U its tool interface.
A generic agent loop can be written as

at ∼ φθ

(
· | ht,Mt,U

)
, ot+1 ∼ E(· | at), (1)

followed by
(ht+1,Mt+1) = U(ht,Mt, at, ot+1), (2)

where φθ is the LLM-conditioned action policy, E is the environment, and U updates the working context
and memory. Planning, reflection, retrieval, and tool selection can be implemented inside φθ or delegated to
auxiliary modules.

Early work established the main components of this loop. ReAct coupled language reasoning with environment
actions and observations [210]. Reflexion showed how feedback from previous attempts could be stored and
used to guide later decisions [157]. Tool-oriented systems such as ToolLLM expanded the action space from
text generation to large collections of APIs [142], while Voyager combined iterative prompting, environment
feedback, and a reusable skill library in a long-horizon embodied setting [175].

Together, these systems show that a single agent can already complete multi-step tasks through external inter-
action and iterative refinement. Multi-agent systems extend this setting by coordinating several such processes,
creating additional capabilities as well as overhead.

2.2 Traditional Multi-Agent Systems

A traditional MAS contains multiple autonomous agents whose decisions affect one another through a shared
environment or an explicit communication mechanism. Each agent acts from local information, while the
system outcome depends on their joint behavior. The agents may share a goal, pursue different rewards, or
operate under mixed incentives.
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Symbolic MAS described agents through explicit internal states and rule-based interaction. The belief–desire–
intention model organized decision making around beliefs, goals, and intentions [143]. Coordination was han-
dled through predefined protocols; the Contract Net Protocol, for example, distributed tasks through structured
bidding [160]. These designs were interpretable but depended on fixed action spaces and message semantics.

Learning-based MAS replaced part of this symbolic machinery with policies learned from interaction. A com-
mon representation is a partially observable stochastic game

MMAS = ⟨I,S, {Ai}i∈I , P, {Ωi}i∈I , O, {Ri}i∈I , γ⟩ , (3)

where I is the agent set, S the environment state, Ai and Ωi the action and observation spaces of agent i, P
the transition function, O the observation model, Ri the reward, and γ the discount factor. At step t, each agent
selects

ait ∼ φi(· | zit), st+1 ∼ P (· | st, at), where at = (a1t , . . . , a
|I|
t ), (4)

using only its local action–observation history zit.

Markov games provided an early framework for learning under interacting orcompeting policies [105]. In
cooperative settings,the Dec-POMDP formalism captured agents that share a reward but act fromdifferent
observations, while also exposing the computational difficulty ofdecentralized planning [7]. Later methods
developedcentralized-training-with-decentralized-execution: MADDPG usedcentralized critics for decentral-
ized policies[115], and QMIX factorized a joint action-valuefunction into locally executable agent values [144].

Traditional MAS therefore established the foundations for decision making under limited information and inter-
dependent behavior. Its protocols and action spaces, however, were usually tailored to a specific environment.
LLM-based agents provide a more general interface in which tasks and coordination can be expressed through
language.

2.3 LLM-Based Multi-Agent Systems

An LLM-based multi-agent system consists of multiple LLM-driven agents whose decisions are coupled through
communication, a shared environment, or an explicit aggregation mechanism. The agents may use the same un-
derlying model; distinct model parameters are not required. Multiple calls constitute separate agents when they
maintain different roles, contexts, tools, or memories and participate in an agent-level coordination process.
Parallel inference without such organization is not, by itself, an MAS.

At step t, let Vt denote the active agents and Et ⊆ Vt × Vt the directed communication links. Their step-level
communication graph is

Gcomm
t = (Vt, Et). (5)

An edge (j, i) ∈ Et allows agent j to send a message ξj→i
t to agent i. The messages received by agent i form

Ci
t =

{
ξj→i
t : (j, i) ∈ Et

}
. (6)

The single-agent policy introduced in Eq. 4 is therefore extended to

ait ∼ φθi

(
· | hi

t, Ci
t ,Ui

)
, (7)

where hi
t is the local interaction history and Ui is the available tool interface. The communication graph deter-

mines which agents can exchange information, while Ci
t records the information actually received by agent i.

Both may change during execution.

This step-level description is summarized over a complete query by the execution object G(x) defined in Sec-
tion 3 below. Its components V (x), E(x), mi(x), and hi(x) record the realized agents, communication links,
model assignments, and local contexts, respectively.

Several early systems established the main forms of LLM-based collaboration. CAMEL used role-conditioned
dialogue to study cooperation between communicative agents [90]. Multi-agent debate introduced iterative
proposal, critique, and revision as a reasoning mechanism [33]. Generative Agents combined memory, reflec-
tion, planning, and natural-language interaction in a simulated society [135].
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Subsequent frameworks turned these interactions into reusable workflows. ChatDev organized software devel-
opment around communicating professional roles [140], while MetaGPT used structured intermediate artifacts
and standard operating procedures to coordinate specialized agents [61]. AutoGen provided a general pro-
gramming framework in which agents, tools, and humans interact through configurable conversations [193].
Together, these systems established debate, role specialization, staged workflows, society simulation, and pro-
grammable conversation as recurring forms of LLM-based multi-agent organization.

LLM-MAS also alter how resources are consumed. Messages produced by one model often become inputs to
another, increasing both inference work and context length. Role specialization and orchestration introduce
further overhead. Design-time optimization may reduce deployment cost, but only by shifting part of the ex-
pense offline. Efficiency must therefore be assessed over the complete execution rather than inferred from agent
count or task accuracy alone. The next section formalizes this execution and its associated resource dimensions.

3 Foundations

3.1 System Model

For a query x, an MAS instantiates a set of agents V , communication links E, model assignments mi, local
contexts hi, and a stopping and aggregation policy π. We represent its execution as

G(x) =
(
V (x), E(x), {mi(x)}, {hi(x)}, π(x)

)
. (8)

This representation covers repeated calls to one shared model, heterogeneous model pools, and agents with
private tools or memory. Parallel hardware execution alone is not an MAS unless the system also makes agent-
level decomposition, communication, or aggregation decisions.

Existing efficiency objectives can be expressed as maximizing task utilityQ under a vector of realized resources:

c =



Tprompt︸ ︷︷ ︸
input tokens

, Treason︸ ︷︷ ︸
reasoning tokens

, Tout︸︷︷︸
output tokens

, Ncall︸︷︷︸
model calls

Lwall︸︷︷︸
wall-clock latency

, Ppeak︸ ︷︷ ︸
peak concurrency

, MKV︸︷︷︸
KV-cache memory

Bnetwork︸ ︷︷ ︸
network traffic

, C$︸︷︷︸
monetary cost

, Ejoule︸ ︷︷ ︸
energy

, Cdesign︸ ︷︷ ︸
search and
training cost


. (9)

These coordinates are not interchangeable. Parallel calls, for example, may reduce Lwall while increasing gen-
erated tokens and Ppeak.

Let K index the resource coordinates constrained by a study, with ck denoting a selected coordinate of c and
Bk its budget. The objectives studied in the literature can then be summarized by

max
G

E[Q(G, x)] s.t. E[ck(G, x)] ≤ Bk, k ∈ K. (10)

A method changes one or more components of G while controlling only part of c. Uncontrolled coordinates
should remain visible rather than being absorbed into a single efficiency ratio.

3.2 Lifecycle Cost

Topology construction, prompt search, and policy learning may incur substantial cost before deployment. The
coordinate Cdesign represents this offline expenditure. For amortization, let C

(u)
design denote its value in a declared

accounting unit u, and let C(u)
run denote the expected per-query cost in the same unit.1

1We use design/run rather than train/test because MAS construction may incur setup cost without updating model weights. For monetary

accounting, C($)
run = E[C$]. A normalized-compute measure may combine token usage and model calls using declared model-specific

weights. Latency can be analyzed analogously only when setup and per-query expenditure are both expressed in units of time.

7



After n requests, the total and average lifecycle costs are

C
(u)
total(n) = C

(u)
design + nC

(u)
run , C̄(u)(n) =

C
(u)
design

n
+ C

(u)
run . (11)

Let C(u)
0 be the per-query cost of a baseline under the same accounting unit. If its additional design cost is zero

or matched, the nominal break-even workload is

n⋆ =
C

(u)
design

C
(u)
0 − C

(u)
run

, C
(u)
run < C

(u)
0 . (12)

For example, a $2,000 search that reduces per-query cost from $0.020 to $0.014 breaks even after approximately
3.3× 105 requests. Such reporting remains uncommon; TopoPrior (Section 5.1) is a notable exception.

3.3 Adaptation Timing

The term “dynamic” covers decisions made at different times. We distinguish:

• Offline configuration: a workflow or policy is learned once and reused across requests;

• Input-conditioned adaptation: the team, graph, context, or model assignment is selected for the incoming
request;

• State-conditioned adaptation: these decisions are revised from intermediate messages, tool outputs, or fail-
ures.

Timing is distinct from the object being adapted. Team formation selects participants, hierarchical delegation
creates scoped subagents, and workflow adaptation changes task dependencies or execution order. Each may
operate at any of the three timescales. Their overhead should be assigned to the same timescale during evalu-
ation.

3.4 Cost Accounting

For a query x, let τ denote the sequence of model and tool events generated during execution. Resource use
has two complementary views: logical work requested by the agent graph and its system realization under a
serving configuration. They describe the same execution and should not be added as independent costs.

Let model call j use model mj and consume pj prompt tokens, rj reasoning tokens, and oj visible output
tokens. The trace recovers the token coordinates in Equation 9:

Tprompt =

Ncall∑
j=1

pj , Treason =

Ncall∑
j=1

rj , Tout =

Ncall∑
j=1

oj . (13)

For a declared accounting unit u, token-derived logical cost is

C
(u)
logical(τ) =

Ncall∑
j=1

[
α(u)
mj

pj + β(u)
mj

rj + γ(u)
mj

oj

]
+ C

(u)
tool(τ), (14)

where the coefficients represent monetary prices or declared compute weights. For these accounting units,

C
(u)
run = Eτ

[
C

(u)
logical(τ)

]
. (15)

All terms in Equations 14–15 must use the same unit. Tool use that cannot be converted without an arbitrary as-
sumption should be reported separately. Cached input should also be distinguished when it is billed differently,
and unavailable reasoning-token counts should be marked as unobserved.
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Table 1 Efficient MAS method families and their typical resource effects.

Subfamily To
ke
ns

C
al
ls

C
os
t

La
te
nc
y

M
em

or
y

Decision Added overhead Literature

T Topology: participants and communication links
Pruning 3 ◦ ◦ ◦ ◦ remove nodes or edges selector or search
Construction ◦ ◦ ◦ ◦ — set initial team and links design or generation
Adaptation ◦ ◦ ◦ ◦ — update graph from prior or feedback prior learning or monitoring

R Runtime: information flow for the current request
Communication 3 ◦ ◦ ◦ ◦ filter or compress exchange selection or encoding
Routing ◦ 3 3 3 ◦ choose mode, role, context, model controller and errors
State — — ◦ 3 3 share memory or KV state transfer and coherence
Scheduling — ◦ ◦ 3 ◦ parallelize, stop, or recover peak load and monitoring

O Optimization: reusable behavior and execution programs
Prompt ◦ — ◦ ◦ — revise coupled prompts candidate evaluation
Workflow ◦ ◦ ◦ ◦ — search executable workflow search and evaluation
Policy ◦ 3 3 ◦ — learn sequential control rollouts and judges
Continual ◦ ◦ ◦ ◦ ◦ update reusable assets storage and updates

3=̃ primary controlled effect; ◦=̃ secondary or workload-dependent effect; —=̃ not a defining target.

Literature density: 1–6; 7–10; 11–15; 16–30; 31+.

The system-level coordinates Lwall, Ppeak, MKV, Bnetwork, and Ejoule must be measured from the serving realiza-

tion. They cannot be inferred directly from C
(u)
logical(τ).

A received message that appears in a later prompt is already included in pj and should not be added again as
a separate token cost. Message tokens or bytes remain useful structural measurements because they reveal the
source of context growth, transmission, and storage overhead.

Component attribution. Each event in τ should be assigned to the component and phase that produced it.
Routing, retrieval, runtime verification, aggregation, and recovery belong to deployment cost when they are
invoked before the final output; post-hoc evaluators should be reported separately. Throughout this survey, a
comparison is calledmatched when it controls model family, tool access, retrieval sources, verification signals,
and, where possible, the call budget. Otherwise, an observed gain may reflect additional capabilities rather
than multi-agent organization itself.

Table 1 connects the method taxonomy used later in the survey to the most common resource targets. Its five
resource columns group related coordinates from Equation 9; they do not replace the full vector.

4 Collaboration Boundary

A fundamental question for multi-agent systems is when collaboration actually provides an advantage. This
cannot be assessed against a single universal baseline. When a task can be performed by one controller, a
multi-agent system should be compared with a capable single-agent system under comparable model, tool,
information, and test-time access. For tasks that inherently require multiple actors or distributed observations,
the appropriate baseline is instead a simpler or fixed multi-agent workflow. Thus, the value of collaboration
should be judged relative to the strongest relevant alternative, rather than inferred from the number of agents
alone.

Prior studies can be organized around three successive questions. This organization is our synthesis rather
than a framework taken from any single work: Decomposition draws on decomposition and scaling analyses
[81, 82], Information on information-bottleneck and task-structure analyses [133, 217], and Escalation on hybrid
execution and learned collaboration gating [42, 219]. Decomposition examines whether the work can be
separated without excessive dependencies. Information asks whether that separation changes the evidence
available to the system or helps it use the evidence more effectively. Escalation considers whether the expected
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benefit is large enough to activate additional collaboration for the current request:

separable?︸ ︷︷ ︸
Decomposition

=⇒ informative?︸ ︷︷ ︸
Information

=⇒ worth invoking?︸ ︷︷ ︸
Escalation

4.1 Decomposition

Decomposition is useful when subtasks have limited dependencies, compact interfaces, and outputs that can be
checked or integrated reliably. Under these conditions, separate workers can explore modules in parallel, retry
a failed component, or apply a specialized verifier without repeating the complete workflow. Strong coupling
has the opposite effect: agents must repeatedly reconstruct shared state, and local decisions may become invalid
after integration.

Existing evaluations support this conditional view rather than a general benefit from adding agents. A broad
study of agent-system scaling finds that the effect of collaboration varies with task decomposability, model
capability, tool use, and verification structure [82]. These variables determine whether local work remains
useful after the communication and integration needed to combine it.

Decomposition alone is not evidence for a multi-agent advantage. Decomposed Prompting shows that one
controller can invoke modular subroutines sequentially without agent-to-agent communication [81]. A study
claiming value from collaboration should therefore compare against a single-controller decomposition when
that alternative is feasible. Conversely, a pruning or scheduling method may be evaluated against the original
multi-agent workflowwhen the task already requires multiple participants. In both cases, the comparison should
include planning, communication, integration, and failed local attempts.

4.2 Information

Separating computation does not necessarily create new information. A controlled study of multi-hop question
answering considers a setting in which all agent messages are derived from the same complete context available
to a single agent [169]. In this setting, communication may reorganize or compress the context, but it cannot
add evidence that was absent from it. Under matched requested thinking-token budgets, the reported strong
single-agent configurations generally match or outperform the tested multi-agent designs. The result applies
to shared information and effective full-context use; it does not establish universal single-agent dominance or
match every realized resource.

Bounded contexts make the comparison less direct. An information-bottleneck analysis shows that collabora-
tion depends on how much task-relevant information survives the relay between agents [217]. Collaboration
can help when a relay preserves nearly sufficient evidence while reducing the context each participant must
process. Its advantage diminishes when compression removes decisive information or a stronger model can
already use the full context effectively.

Long-context and retrieval systems illustrate the two sides of this boundary. Chain of Agents partitions a long
source among sequential workers and passes compact intermediate summaries to a manager [240]. MAIN-RAG
assigns agents to filter retrieved documents before final generation [14]. Such systems may improve source
coverage or reduce the irrelevant context seen by the final model, but their efficiency depends on the worker,
filtering, relay, and aggregation calls required to obtain that context.

The relevant test is therefore whether collaboration acquires, preserves, or exposes useful evidence more effec-
tively under the reported budget. Comparisons should match source and tool access whenever possible. When
agents possess genuinely private observations or distinct tools, those inputs should be stated explicitly rather
than attributed to multi-agent organization itself.

4.3 Escalation

Even when collaboration can help, it need not be activated for every request. A hybrid SAS–MAS study evaluates
a router that selects the execution mode directly and a cascade that invokes a multi-agent workflow only after a
lower-cost verifier rejects the single-agent result [42]. Across the reported applications, the cascade matches or
improves task performance while using fewer normalized tokens than always invoking themulti-agent workflow.
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Figure 2 Topology methods for efficient LLM-based MAS. Pruning simplifies an existing collaboration graph, construction
creates a task-specific topology, and adaptation updates the topology during execution in response to intermediate feedback.

The saving is application-dependent: it requires the avoided collaboration cost to exceed the initial attempt and
gate overhead.

Routing errors are part of this trade-off. False acceptance preserves a weak single-agent answer, whereas unnec-
essary escalation removes the intended saving. A deterministic verifier can make this decision inexpensive; an
LLM judge or human check may substantially change the operating point. The gate must therefore be evaluated
as part of the deployed system rather than treated as a free preprocessing step.

Related methods move the decision inside the multi-agent workflow. MasRouter selects collaboration mode,
roles, and model assignments [219], whereas AnyMAC predicts the next role and the context visible to it after
execution has begun [181]. These methods are reviewed as runtime routing mechanisms in Section 5.2; here
they show how the collaboration boundary can be implemented at request or step level.

Evidence for conditional collaboration should compare the learned policy with always-single-agent and always-
multi-agent execution, as well as an oracle gate when labels permit. Gate calls, decision errors, and down-
stream retries should be reported with the resources they save. The resulting boundary is a workload-dependent
operating policy, not a universal preference for one architecture.

5 Efficiency Methods

Prior work improves MAS efficiency at three main control points. Topology shapes the collaboration structure,
while Runtime limits the work activated for each request. Optimization improves persistent agent behavior or
compound workflows through search or learning, shifting part of the cost to development time. We classify
methods by the primary decision they affect, rather than by when that decision is executed. Methods that
alter the persistent composition or connectivity of a team are classified as Topology. Those that determine the
information, model, state, or schedule used for an individual request are classified as Runtime. Methods whose
main output is a reusable configuration, such as a prompt, workflow, policy, or experience store, are classified
as Optimization. Methods that substantively affect multiple classes are discussed in each relevant section. This
classification is independent of when a mechanism is constructed: a topology may be learned offline or formed
online, whereas a learned router remains a runtime method because it determines the work performed for each
request. Tables 1 and 2 summarize the taxonomy and representative systems.

The following subsections share the same structure within each class. We first identify the controlled object,
then review the main method families, and finally discuss their resource implications and limitations.

5.1 Topology

Topology methods change the active team or the communication links among agents. Early multi-agent debate
allows multiple model instances to exchange and revise their responses over several rounds [33]. Subsequent
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Table 2 Evidence coverage of representative efficient MAS methods. The Update column indicates when the primary
controlled object is selected or revised. Each method is listed once under the family that owns this object.

H = explicitly quantified in the cited evaluation; H = not established in the evidence summarized here.

Q: paired outcome; R: measured deployment use; O: offline cost included; X: cross-setting evaluation.

Subfamily Method Update Reported effect Q R O X Main boundary

T Topology
Pruning AgentPrune [225] task prompt tokens, dollars H H H H offline graph search
Pruning AgentDropout [188] task/round prompt and output tokens H H H H not query-conditioned
Construction G-Designer [226] offline + query prompt tokens H H H H fixed team and anchor
Construction GTD [72] offline + query communication H H H H diffusion and proxy cost
Construction HiVA [166] evolution + query accuracy and dollar efficiency H H H H semantics and topology co-evolve
Construction MACNET [141] design quality across agent scale H H H H scale and topology co-vary
Adaptation TopoPrior [237] prior + query online tokens H H H H reported break-even
Adaptation MasFACT [184] continual + query topology transfer H H H H drift across task streams
Adaptation TacoMAS [198] runtime quality and calls H H H H additional test-time calls
Adaptation MetaGen [187] continual + runtime roles and topology H H H H roles and topology co-adapt

R Runtime
Communication S2-MAD [222] runtime message tokens H H H H evidence retention
Communication DebateOCR [192] runtime input tokens, latency H H H H multimodal channel
Communication EcoLANG [123] design + runtime response and total tokens H H H H induction cost excluded
Routing CASTER [110] step dollars H H H H quality tolerance varies
Routing RCR-Router [107] step exposed context H H H H memory construction cost
Routing Smurfs [17] runtime tokens and pass rate H H H H tool retries remain
State TokenDance [10] serving KV memory, concurrency H H H H workload and hardware specific
State KVCOMM [213] runtime KV traffic, prefill H H H H compatibility assumptions
Scheduling Act-or-Defer [178] runtime calls and risk H H H H calibration required
Scheduling AgentRadio [146] runtime/step task quality and API cost H H H H wall time not reported

O Optimization
Prompt MAPRO [243] design task quality H H H H search cost excluded
Prompt MAPGD [51] design search tokens, calls, and F1 H H H H wall time increases
Workflow MASS [248] design reusable workflow H H H H coupled search stages
Workflow AFlow [233] design executable workflow H H H H search amortization
Workflow MetaAgent [242] task design design and deployment tokens H H H H human-design cost unmeasured
Policy OPTIMA [21] training message tokens H H H H quality–length trade-off
Policy CORL [76] training calls and dollars H H H H rollout cost
Policy LEMON [22] training orchestration H H H H counterfactual cost
Continual MetaTeam [53] continual reusable team updates H H H H evolution cost not isolated

work characterizes its dense form as an all-to-all communication graph [100]. Under this setting, if each of N
agents sends an L-token message to every other agent in each of R rounds, the delivered message volume is

RN(N − 1)L = O(RN2L). (16)

This quantity measures replicated communication or prompt input rather than unique generated tokens.

Prior work provides two distinct foundations for topology design. Learned communication in cooperative multi-
agent reinforcement learning (MARL) and analyses of relational priors provide task-dependent structural biases
[63, 153]. By contrast, interoperability protocols standardize how independently implemented agents discover
and address one another [15, 34]. Such protocols establish feasible connectivity, but do not show that a par-
ticular connection is necessary or efficient.

5.1.1 Topology Pruning

Early MAS experiments show that fully connected debate is often unnecessary [100]. AgentPrune represents
interaction as a spatial–temporal message-passing graph and performs one-shot edge pruning [225]. Across six
benchmarks, it reports 28.1–72.8% prompt-token reductions when integrated with existing systems; an MMLU
comparison reports approximately $5.6 rather than $43.7 at comparable performance. The result demonstrates
that dense communication can contain substantial redundancy, while remaining specific to the evaluated sys-
tems and training procedure.

AgentDropout extends pruning to nodes and round-specific intra- and inter-round edges [188]. Its learned
schedule is fixed at the task level after offline training; it is round-conditioned but not conditioned on the
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Figure 3 AgentDropout results against unpruned and pruned MAS baselines [188]. A: Six-task macro scores for the un-
pruned MASround=T , AgentPrune, and AgentDropout under three backbones. B: Prompt and completion tokens normalized
by the paired unpruned MAS. C: Score change and total-token reduction relative to that MAS; each line follows one back-
bone from MAS through AgentPrune to AgentDropout. D: Matched results under Layered and Random initializations on
Llama-3-8B. Deployment totals exclude topology-learning calls.

content of each test request. Across different benchmarks including MMLU, GSM8K, HumanEval, etc., the
comparison with AgentPrune reports mean reductions of 21.6% in prompt tokens and 18.4% in completion
tokens, together with a 1.14% average score increase. Figure 3 reports the per-backbone results.

Other pruning methods change the selection signal. Adaptive Graph Pruning performs query-conditioned
node and edge selection [89]. SafeSieve combines semantic initialization, accumulated success feedback, and
cluster-aware progressive pruning [234]. It reports 12.4–27.8% token reductions, a 1.23% average performances
drop under its malicious agent and prompt-injection conditions, and a 13.3% cost reduction in a heterogeneous
deployment. These results support experience-driven pruning under the reported verifier and attack settings;
they do not establish a general security guarantee.

Structural sparsity alone does not determine information value. Multiple edges may transmit redundant evi-
dence, while a single short message may change the final decision. Information-propagation analysis finds that
moderately sparse topologies can suppress erroneous messages while preserving useful diffusion [154]. Com-
plementary process metrics measure information diversity and unnecessary reasoning paths [87]. These results
suggest that pruning should preserve useful information flow rather than minimize edge count alone.

5.1.2 Topology Construction

Graph construction replaces a fixed dense graph with a task-specific organization. G-Designer marks an early
transition from hand-selected motifs to query-conditioned edge design [226]. Starting from a fixed agent–role–
tool pool and a chain anchor, it uses query and agent representations to generate communication edges. Its
optimizer is trained on 40–80 queries per benchmark and then reused at test time. Across six benchmarks, the
study reports task performance and prompt-token use for the constructed graphs. These results characterize
anchor-regularized edge construction within a fixed agent pool rather than unconstrained system generation.

MACNET examines topology construction at a larger scale by organizing agents into directed acyclic collabora-
tion networks [141]. Rather than learning a transferable prior or revising the graph during execution, it studies
how agent count and graph structure affect collaborative scaling. Its experiments find that irregular topologies
can outperform regular structures as the network grows.

ARG-Designer generates agent roles and communication links autoregressively instead of modifying a prede-
fined graph [97]. Its role pool and DAG constraint nevertheless bound the resulting design space. GoAgent
moves beyond individual agents by treating candidate groups as the units of graph construction [16]. HieraMAS
introduces a different hierarchy: each functional role becomes a supernode containing multiple heterogeneous
LLMs, and the communication topology is selected between these supernodes [212]. These methods extend
topology construction from edge selection over a fixed team to the joint design of team composition and higher-
level collaboration units.
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Generative topologymethods add an explicit inference or training pipeline. AMAS adapts communication struc-
ture at runtime [88]. GTD uses a conditional discrete graph-diffusion generator with a proxy reward model,
whereas RADAR conditions a redundancy-aware diffusion process on the request [72, 244]. Denoising, candi-
date scoring, and proxy-model training can be repaid by downstream savings, but they cannot be inferred from
the sparsity of the selected graph.

A broader construction strategy appears in HiVA, which represents an agentic workflow as a self-organized
graph and uses Semantic–Topological Evolution to update agent behavior and connectivity jointly [166]. Each
optimization round executes a dynamically selected subgraph and converts environmental feedback into textual
update signals for the next round. Since agent semantics and topology change together, the reported gains sup-
port the complete evolutionary workflow rather than an isolated graph effect. The repeated routing, feedback,
and evaluation calls also belong to its construction cost.

In summary, construction methods differ in scope, initialization, and cost timing. Their search space ranges
from local edge decisions to higher-level organizational units, while generation may begin from an anchor or
an empty graph. The resulting overhead can be amortized across a domain or paid for each query. These
methods can therefore differ substantially in both flexibility and lifecycle cost.

Construction also complicates attribution because a learned graph may change both information flow and
compute allocation. Comparisons with random or hand-designed graphs under matched call or token budgets
are therefore needed to isolate the contribution of the learned structure.

5.1.3 Topology Adaptation

Topology adaptation conditions graph selection on information accumulated before the current structural de-
cision. We distinguish two sources of such information. A transferred prior summarizes collaboration patterns
learned from earlier tasks and conditions the initial topology for a new request. By contrast, trajectory feedback
summarizes the current execution and determines which agents or links remain active at the next step. Con-
struction generates an initial graph primarily from the request and design constraints; adaptation additionally
uses structural knowledge acquired before or during execution.
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Figure 4 TopoPrior supervision, online
token reduction, and the reported train-
ing break-even point for its Full configu-
ration [237].

Transferred priors. TopoPrior learns reusable topology priors from
reference collaboration graphs across domains [237]. For each re-
quest, a query-conditioned latent produces an initial graph that can
be refined by a downstream topology optimizer. Figure 4 separates
the offline supervision used to learn this prior from the resulting on-
line token reduction. It also reports the workload at which the ac-
cumulated deployment savings offset the initial training cost. The re-
sult therefore supports an amortized efficiency gain rather than treating
prior learning as cost-free. OFA-MAS learns structural priors and task–
topology mappings within a shared mixture-of-experts graph generator
[98]. It uses these learned regularities to generate query-specific initial
graphs across domains. Its adaptation therefore occurs before collab-
oration begins and remains bounded by the role and graph families
represented during training. MasFACT addresses a continual setting in
which tasks arrive sequentially [184]. It transfers a posterior over col-
laboration structures from earlier tasks while limiting the loss of pre-
viously useful topologies. Unlike general workflow optimization, its
reusable object is specifically a topology prior, so it belongs to topol-
ogy adaptation despite incurring offline learning cost.

Trajectory feedback. A second group revises topology during execution. DyLAN evaluates the contribution
of agents in a preliminary trial and uses an LLM ranker to deactivate low-performing agents in later layers
[114]. The responses observed at one stage therefore determine the active team and communication structure
at the next. TacoMAS formulates inference as online graph adaptation [198]. Trajectory feedback updates agent
capabilities on a fast loop, while a slower topology loop edits edges or changes teammembership. The reported
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Figure 5 Runtime control points for efficient LLM-based MAS. With the topology fixed, runtime control decides how the
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compiles the work graph into an execution plan. In each panel, the intervention transforms the configuration on the left
into the one on the right; the paired markers denote the resulting resource cost and task result.

results support the value of test-time adaptation, but the accompanying controller calls must be included when
assessing efficiency. MetaGen similarly adjusts structural decisions from lightweight runtime feedback [187].
Because it also rewrites role specifications, its results reflect joint semantic and topological adaptation rather
than a topology-only intervention.

This classification is determined by the object being adapted, not merely by when learning occurs. Methods
that jointly search prompts, operators, and graph structure produce compound workflows and are therefore
discussed under Optimization in Section 5.3.

The two forms of adaptation have different failure modes. A transferred prior may not match a new domain
or model pool, whereas noisy trajectory feedback can remove a useful specialist or repeatedly destabilize
the graph. Evaluation should therefore separate the effect of initial topology transfer from subsequent online
revisions and include the cost of the adaptation policy. When roles, prompts, and topology change together,
the result supports system-level adaptation rather than a topology-only claim.

5.2 Runtime

Topology defines the available agents and communication links, whereas runtime control decides how this
structure is used for the current request. We group runtime methods by their main target: communication
controls exchanged content, routing selects the next computation, state manages reusable information and
serving artifacts, and scheduling controls execution timing. These mechanisms may operate jointly rather than
in a fixed sequence.

5.2.1 Communication

Communication methods reduce the information exchanged between active agents through selective transmis-
sion or compact representations. Their efficiency depends on whether this reduction preserves the evidence
needed by the receiver.

Distributed sources. Multi-agent source processing partitions documents across workers and then aggregates
their outputs. LLMxMapReduce [252] makes this structure explicit, while collaborative RAG systems [150]
distribute retrieval or source access across agents. RAGentA [9] emphasizes attributed answers, MAIN-RAG [14]
filters retrieved evidence with multiple agents, and MA-RAG [125] adds collaborative reasoning over retrieved
passages. A survey of agentic RAG [159] places these designs within the broader retrieval pipeline.

Long-context systems use related communication patterns. Chain-of-Agents [240] partitions a document among
sequential workers and relays compact intermediate states. LongAgent [246] uses a leader–member design for
extended contexts, whereas GraphReader [95] explores facts, chunks, and document-graph neighbors while
keeping a small active context. Tree-of-Agents [216] combines hierarchical aggregation, prefix-hash caching,

15



and adaptive pruning. The long-context Graph of Agents [77] instead treats input-specific collaboration as
information compression. LSTM-MAS [74] further introduces gated and hierarchical information flow to limit
error accumulation.

A noise-decomposition analysis [201] explains why divide-and-conquer can help when local chunks con-
tain useful evidence and cross-chunk dependencies fit into compact relays, but can fail when the relay dis-
cards globally coupled information. This boundary is reinforced by information-bottleneck and task-structure
analyses[133, 217]: under unlimited relays, a distributed workflow can emulate a shared-context system,
whereas bounded messages trade upstream filtering against downstream information loss.

Communication accounting should separate source-side processing from the context received by each model.
A short receiver prompt may conceal substantial retrieval or preprocessing work. Provenance must also remain
visible so that final claims can be traced through the transformations that produced them. These costs and
information-preservation properties cannot be represented by a single “communication cost” measure.

Message representations. Communication cost also depends on how information is represented. Textual sum-
maries can shorten downstream prompts but may weaken provenance, while reusable state can avoid repeated
processing without changing the visible response. CodeAgents [203] encodes communication as pseudocode
artifacts rather than free-form dialogue. Agent-RADAR [231] retains textual messages but directs attention to-
ward relevant content. LatentMAS [256] instead transfers latent state between agents. Each representation
removes a different source of overhead, but may reduce auditability or restrict compatibility across models.

EcoLANG instead optimizes the natural-language channel itself [123]. It induces a compact communication
language by removing redundant lexical alternatives and evolving sentence-level expression patterns, then
uses the resulting language during social simulation. As shown in the Compact exchange panel of Figure 7,
EcoLANG reduces response tokens by 20.3% on PHEME and 24.7% on HiSim, while the reductions in accu-
mulated prompts and completions are smaller. The paired simulation scores do not decrease, indicating that
the induced language primarily removes redundancy from generated communication rather than uniformly re-
ducing every token source. Since language induction occurs before deployment, its construction cost, reuse
frequency, and transfer to new simulation settings should be separated from the resulting runtime token saving.
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Figure 6 DebateOCR input-token reduc-
tion and paired accuracy change across
the reported model–dataset settings [192].

Long-context communication usually combines three operations.
Partitioning assigns chunks to workers and risks cross-chunk depen-
dencies. Retrieval selects a small document or memory view but
adds indexing and search. Aggregation bounds fan-in through sum-
maries or trees but can accumulate compression error. Chain-of-
Agents [240], GraphReader [95], and Tree-of-Agents [216] instantiate
different combinations.

In summary, agents may exchange natural language, structured arti-
facts, compressed text, latent vectors, or KV state. These represen-
tations cannot be ordered by token count alone. Natural language
is portable and inspectable, whereas structured formats replace free-
formmessages with explicit fields. Latent and KV channels may avoid
decoding or repeated prefill, but are harder to audit and more depen-
dent on the underlying model. Section 5.2.3 discusses these model-
native states.

Evidence fusion. Multiple agents have the clearest information ad-
vantage when their observations are jointly useful but individually
incomplete. The aggregator must therefore preserve unique, source-grounded findings rather than equating
agreement with correctness. RAGentA [9] and MAIN-RAG [14] illustrate how retrieved evidence can be fil-
tered before synthesis. MARCH [101] separates proposal generation from document-grounded verification. If
all agents receive the same incomplete evidence, or if the aggregator removes source provenance, collaboration
adds no information and mainly duplicates computation.

Hi-Agreement [202] stress-tests this setting: private observations jointly identify the answer, yet one coherent
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deceiver can redirect the group. This is not itself an efficiency result, but it shows why communication reduction
can be harmful when it removes the only correct evidence path. Evaluation should therefore examine whether
source-grounded minority evidence survives, in addition to reporting tokens and latency.

Debate and selection. Debate belongs to communication when the intervention changes the exchange pro-
tocol. Its benefit must be separated from that of generating additional candidates. Self-consistency [183], LLM-
Blender [71], and best-of-N selection based on self-certainty [80] improve candidate diversity without inter-
agent communication. Early multi-agent debate instead allows candidates to influence one another through
critique or cross-model exchange [33, 102, 214].

Protocol design affects both information flow and cost. Dense debate repeatedly broadcasts the discussion
history, whereas selective protocols narrow the exchange or terminate it early. Modular and social-psychology
studies show that observed gains depend on both interaction structure and agent behavior [5, 232]. Ringelmann-
style scaling further suggests that an agent’s marginal contribution can decline as the team grows [8]. Moreover,
selective exchange reduces the broadcast overhead directly. S2-MAD [222] gates participation using message
similarity. TodyComm [35] learns a communication DAG for each round under a degree budget. BAND-
MAS [31] filters semantic packets at the receiver according to their task relevance. CARA [25] analyzes the
information exchanged by agents and provides diagnostics for these selectors. Localized debate and learned
interruption either focus communication on disputed content or suppress messages with low expected value
[43, 174].

DebateOCR [192] compresses a debate history into a visual representation and reports input-token reductions
above 92% in its multimodal-model setting, together with substantial latency reductions. The result establishes
a within-study trade-off for one communication channel; it does not imply an equivalent reduction in total
compute. The figure therefore pairs each token saving with its reported accuracy change instead of ranking
models by compression alone.

Communication may correlate errors and suppress correct dissent. MINT [6] shows how misinformation can
spread among benign agents, while DelibTrace [173] documents the loss of critical evidence during delibera-
tion. Consensus may also become biased without a malicious participant [129], and an answer change does
not necessarily indicate conformity [52]. SIGMA [55] and SEICS [128] model how conflict and unreliable infor-
mation propagate through the interaction graph. Agreement speed alone is therefore insufficient for evaluating
communication efficiency.

Arbitration methods reduce these failures by controlling how conflicting evidence affects the final decision.
EQUIMEM [121] calibrates shared debate memory, while ACE-MAD [113] assigns unequal influence to differ-
ent reasoning states. SIGMA [55] represents support and conflict explicitly in the interaction graph. Budgeted
Act-or-Defer [178] intervenes only when its estimated reliability satisfies a specified risk constraint. Evidence
from data-cleaning tasks further shows that debate can be harmful when intervention is applied indiscrimi-
nately [136]. These methods improve efficiency by selecting useful interventions rather than merely reducing
message volume.

Trust boundaries. Communication and tool access also expose MAS to adversarial inputs. Prompt Infec-
tion [86] demonstrates injection that propagates between LLM agents, while InjecAgent [223] and Agent-
Dojo [28] evaluate indirect prompt injection and defensive mechanisms. Tool-enabled agents introduce ad-
ditional risks when interacting with websites or known vulnerabilities [36, 37]; on one zero-day benchmark,
a specialized team outperforms a single unguided agent [254]. Although these studies do not provide directly
comparable efficiency results, they show that communication policies must be evaluated under consistent tool
permissions and threat conditions. Security checks and recovery actions also contribute to runtime cost. Safe-
Sieve [234] provides a narrower example of communication pruning under attack.

5.2.2 Routing

Routing decides where information or computation goes next. The routed object can be a document segment, a
message, an agent role, a model endpoint, or the decision to continue. This distinguishes routing from topology:
a graph defines possible paths, whereas a router activates one path for the current request or intermediate state.
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Context and intervention. Context routers limit what each active agent sees. RCR-Router [107] selects a role-
and stage-relevant memory view under a token budget and reports up to 30% token reduction on multi-hop QA.
This control is orthogonal to graph sparsity: the same edge can transmit a full history or a small retrieved state.
SupervisorAgent [103] uses an LLM-free filter to invoke observation correction, guidance, or verification only
at selected runtime states. On its SmolAgent GAIA evaluation, the paper reports about 29–30% token reduction
without a success-rate decrease.

Smurfs [17] provides a tool-planning example of context control. It separates planning and tool execution
from answer extraction and verification, allowing each role to use a task-specific view rather than repeatedly
processing the complete tool history. An Answer Agent summarizes evidence from intermediate steps, while a
rule-based rollback mechanism revises failed tool paths. On StableToolBench [48], Smurfs reports 8,096 tokens
per query and a 57.4% pass rate, compared with 20,714 tokens and 55.4% for DFSDT [142]. The Context
control panel of Figure 7 visualizes this paired result. It supports role-scoped context control under the reported
protocol, provided that the additional role and retry overhead remains included in the end-to-end cost.

Context routing and communication compression can look similar at the token level, but they answer different
questions. A compressor changes the representation sent over an active link; a router chooses the source,
receiver, or subset to expose.

Agents and models. CASTER [110] performs step-level routing between strong and weak models using seman-
tic and structural signals. The paper compares it with Force Strong, a static baseline that assigns every step to
the strong model. Relative to this baseline, CASTER lowers mean dollar cost across the four reported domains
(i.e., Security, Science, Data, Software), while its domain-level quality change ranges from −2.5 to +0.7 points.
Thus, “maintains quality” is an aggregate claim whose acceptability depends on the deployment tolerance. The
Model routing panel of Figure 7 makes this variation explicit, from a 0.7-point gain in Security to a 2.5-point
loss in Software.

MasRouter [219] jointly determines the collaboration mode, team roles, and model assignments. It reports
up to 52.07% lower overhead on code tasks and reductions of 17–28% when integrated with existing systems.
MoMA [47] instead incorporates model prices into intent-conditioned routing governed by a state machine.
STRMAC [177] performs sequential routing, selecting the next agent from the interaction history and available
agent knowledge. Its reported path count can fall to 9.9% of exhaustive search.

Thesemethods build onmodel-cascade approaches such as FrugalGPT [19] and preference-trained routing [130].
AnyMAC [181] extends this idea by jointly selecting the next agent and the context available to it. MAS routing
can therefore involve several nested decisions. Let τ<t denote the execution trace available before step t. A
runtime routing policy ρ may produce the decision vector

dt ∼ ρ(· | x, τ<t) , dt =
(
dmodet , drolet , dmodelt , dcontextt , dnextt

)
. (17)

These decisions respectively determine the collaboration mode, active roles, model assignments, visible con-
text, and next execution step. They need not be made sequentially, and an individual method may control
only a subset of them. At the system level, role activation changes the active subset of V (x), model and con-
text routing instantiate mi(x) and hi(x), and the next-step decision forms part of the execution policy π(x) in
Equation 8. Joint routing can exploit dependencies among these choices, but it also adds controller overhead
and complicates attribution. Each adaptive component should therefore be compared with a fixed alternative
under the same downstream resource budget.

Reliability under shift. Routing savings depend on the reliability of the controller. Aggregate routing accuracy
can hide selective risk when unfamiliar or minority-domain requests are assigned to an inadequate model.
Coverage–risk curves should relate the fraction handled by the cheap path to correctness, cost, and escalation.
Model prices, endpoint behavior, context limits, and tool availability also change. A router that encodes a
fixed strong–weak ordering may become obsolete even when the task distribution is stable, making model-pool
replacement and policy-update cost important transfer tests.

Routing is especially consequential in stateful environments. Benchmarks such asWebArena [249],WorkArena [32],
OSWorld [197], and τ -bench [211] contain trajectories in which each action depends on the preceding state.
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Figure 7 Representative runtime results under paper-specific baselines. (a) Smurfs trades StableToolBench tokens for pass
rate; marker area denotes tokens per tool request [17]. (b) EcoLANG reports separate reductions in responses, accumulated
prompts, and completions [123]. (c) CASTER pairs dollar-cost reduction with domain-specific quality change [110]. (d)
TokenDance reports mirror-cache compression [10]; the 10-agent memory reduction is derived from its Master–Mirror
formula. Panels retain their original experimental scopes and are not a cross-paper ranking.

A local error by a cheaper model may therefore trigger an extended recovery process or an irreversible action.
Per-step price does not represent episode-level cost, which must include the expected cost of the remaining
trajectory and any subsequent recovery.

5.2.3 State

State methods reduce repeated work through two main mechanisms: memory and cache. Memory retains
task-relevant information across steps or requests and can therefore affect subsequent decisions. Cache reuses
model-internal computation during serving, such as shared prefixes or KV states, without necessarily changing
the logical sequence of model calls.

Persistent memory. Single-agent memory systems provide important mechanism baselines. MemGPT [132]
and MemoryBank [247] focus on retaining information beyond the active context, while ExpeL [245] reuses
experience from previous tasks and A-MEM [200] dynamically organizes stored memories. Multi-agent systems
additionally need to manage how memory is shared. Collaborative Memory [147] controls access to shared
state, whereasMIRIX [185] assigns memory functions to specialized agents. G-Memory [228] stores hierarchical
team traces, and Agent KB [167] retrieves reusable experience across domains.

Recent systems differ in howmemory is represented and assigned within a team. Intrinsic Memory Agents [220]
equips each role with a structured memory template that is updated from the agent’s own outputs. This design
preserves role-specific knowledge and procedural constraints that may be lost in a shared conversation history.
LEGOMem [49] decomposes previous task trajectories into reusable procedural units and assigns them to differ-
ent levels of the workflow. Memories available to the orchestrator support task decomposition and delegation,
whereas agent-level memories guide execution and tool use. LatentMem [39] stores lightweight interaction tra-
jectories in an experience bank and uses a learned composer to transform retrieved experience into compact,
agent-specific latent memories. Its optimization objective trains these representations using task-level feedback
rather than preserving retrieved text directly. A broader survey [194] examines how memory supports coordina-
tion and collective adaptation, while an architecture-oriented analysis [218] focuses on ownership, coherence,
and storage organization.

Persistent memory moves cost across requests. The relevant comparison is therefore longitudinal: how often a
stored item is reused, how much work it saves on each use, and how frequently it must be updated. Section 5.3
treats systems that primarily learn reusable skills, workflows, or organization priors; the present section concerns
the runtime storage and retrieval that exposes those assets to agents.

Cache sharing. Token Coherence [134] applies MESI-inspired coherence states and lazy invalidation to shared
multi-agent artifacts. TokenDance [10] instead targets collective KV-cache sharing in all-gather-style multi-agent
serving. The Shared state panel of Figure 7 presents its reported 11.2× and 17.5× mirror-cache compression,
together with the corresponding 5.5× and 6.6×memory reductions for 10 agents derived from theMaster–Mirror
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formula. TokenDance also reports maximum gains of 1.9× in prefill speed, 2.3× in end-to-end throughput, and
2.7× in supported concurrency.

Beyond collective cache sharing, several methods reuse internal state between individual agents. KVCOMM [213]
addresses the cache-offset mismatch created when agents process shared content under different prefixes. It
estimates the required adjustment from an online anchor pool, allowing overlapping KV states to be reused dur-
ing prefill without additional training. Q-KVComm [84] instead reduces the state transmitted between agents
through sensitivity-aware, layer-wise quantization. It also calibrates the compressed representation for hetero-
geneous model pairs, making communication bandwidth rather than cache capacity its primary target.

Cross-model methods require stronger compatibility mechanisms. Cache-to-Cache [40] learns to project and
fuse a source model’s KV state into selected layers of a target model, enabling semantic transfer without gener-
ating an intermediate textual message. DroidSpeak [112] focuses on fine-tuned models derived from the same
foundation model. It reuses compatible cache layers and recomputes only those identified as sensitive to the
difference between model variants. LRAgent [70] specializes this idea for Multi-LoRA agents by separating
the cache into a shared backbone component and a low-rank adapter-specific component, thereby avoiding a
complete cache copy for every role.

Latent communication is related but conceptually distinct from KV-cache reuse. LatentMAS [256] places agents’
last-layer hidden representations in a shared latent workspace so that subsequent agents can consume them
without text decoding. LatentMem [39], by contrast, composes persistent latent memories from retrieved expe-
rience for later reuse.

To interpret these savings, it is necessary to separate agent-level organization from physical state reuse. The
execution graph G(x) describes the semantic organization of an MAS, whereas its serving realization determines
how model state is stored and reused. Let Ki denote the KV cache required by agent i. Storing each cache
independently gives

Mnaive
KV =

∑
i∈V (x)

|Ki| . (18)

When the agent caches contain a reusable component, each cache may be reconstructed as

Ki = R
(
Kshared,K

private
i

)
, (19)

where R denotes the method-specific reconstruction operation. The resulting memory footprint can then ap-
proach

M shared
KV = |Kshared|+

∑
i∈V (x)

∣∣∣Kprivatei

∣∣∣+Mmeta, (20)

whereMmeta accounts for indexing and reconstruction metadata. The saving is substantial only when the shared
component is large and inexpensive to reuse. It reduces duplicated serving state and may shorten prefill, but
does not by itself change logical model calls or generated tokens. Likewise, shorter messages need not improve
cache reuse when agents process different prefixes.

Serving results are meaningful only when cache reuse and memory footprint are paired with latency measure-
ments under a stated model–hardware–workload configuration. Maximum agent count or peak speedup is
otherwise not comparable across systems.

5.2.4 Scheduling

Scheduling determines the execution order and concurrency of an agent workflow under resource and de-
pendency constraints. It translates the selected workflow into a concrete execution plan, thereby affecting
wall-clock latency, peak demand, and redundant computation.

Dependencies. Awork graph specifies which operations depend on earlier results; the scheduler realizes those
dependencies during execution. L2MAC [60] executes a stored prompt program through instruction-specific
agents coordinated by a control unit and shared file store. MapCoder [68] follows a staged schedule in which
retrieval and planning precede code generation, with debugging activated after execution feedback. Flow [127]
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represents a request as an activity-on-vertex graph and revises task allocation from earlier outcomes, allowing
the executable portion of the graph to change during a run.

Some systems also modify the work graph itself. AgentNet [207] allows decentralized agents to revise task
routes and connectivity, whereas LEMON [22] produces an executable orchestration specification whose de-
pendencies constrain subsequent execution. These methods also involve topology or learned control, but their
scheduling effect lies in determining which operations become ready after each completed event.

Earlier collaboration frameworks [164, 250] and later studies of agent services and operational infrastructure [29,
92, 190] provide the substrate for executing such graphs. Their relevance to scheduling concerns queueing,
artifact handoff, and failure handling.

Concurrency. Concurrency reduces latency only when ready operations do not depend on one another. Par-
allel branches may shorten the critical path while increasing aggregate model time or peak demand. AgentRa-
dio [146] moves incoming messages to an asynchronous background channel, allowing an agent to continue
local work instead of blocking on every exchange. MAESTRO [205] instead conditions one broadcast at each
round, creating explicit synchronization points while limiting repeated discussion. Both methods alter waiting
and overlap rather than the underlying task set.

Capacity. A selected operation may still need to wait when its model, tool, or budget is unavailable. Bud-
getMLAgent [41] combines specialist execution with bounded access to stronger models, making the admission
of expensive calls part of the schedule. CORL [76] learns budget-conditioned delegation over a heterogeneous
model pool; routing identifies an appropriate worker, while scheduling determines the order and concurrency
of the resulting calls.

Resource constraints also arise from the task environment. Collaborative RAG workflows [150] can process
multiple sources concurrently when their retrieval branches are independent, but shared retrievers or dependent
evidence may limit this parallelism. In WarAgent [65], role-specific actions interact with an evolving simulated
state, so later decisions must wait for the outcomes of preceding events. These examples show that feasible
concurrency depends not only on the workflow graph but also on the resources and state transitions exposed
by the environment.

Recovery. Scheduling also determines what happens after a failed or uncertain event. Retrying an isolated
operation can avoid restarting an entire trajectory, but monitoring and diagnosis add their own calls. MAST [12]
provides a taxonomy of failures in multi-agent workflows, including breakdowns in verification and termination.
Failure-attribution methods [235] seek to identify the responsible component before recovery is triggered.

Recovery systems differ in howmuch of the execution they revise. MASC [155] monitors workflow state and ap-
plies targeted correction, while AgentRevive [236] repairs a failed trajectory from intermediate evidence rather
than repeating it in full. Agent Q-Mix [73] learns agent-level communication actions that alter the active interac-
tion graph from round to round, belonging to policy optimization and is discussed in Section 5.3 . Although its
controller is trained offline, its scheduling consequence appears online: the selected actions determine which
agents remain active and which operations become executable in the next round. Recovery efficiency there-
fore depends on avoided recomputation after accounting for monitoring, attribution, and unsuccessful repair
attempts.

Accounting. End-to-end results show why scheduling should not be inferred from workflow structure alone.
MapCoder [68] can improve code-generation accuracy while using substantially more calls and tokens than
direct prompting; its staged execution trades additional work for a higher probability of successful repair. One-
Flow [199] reports lower execution cost for several reconstructed workflows by consolidating their operation
into a shared-state single-model process.

Empirical audits of agent frameworks [3, 149, 215] further show that orchestration calls can account for a
substantial part of deployment cost. Scalability analyses [151] examine how this overhead changes with larger
teams, while Digital Pantheon [124] illustrates a different constraint: in large social simulations, a faster schedule
remains useful only if it preserves the behavior being simulated.
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In summary, scheduling does not decide which agents or models should exist. It realizes the selected workflow
under dependency, capacity, and failure constraints. Its efficiency is established when the same useful work is
completed with a shorter critical path or less duplicated execution, after scheduler and recovery overhead have
been included.

5.3 Optimization

Optimization methods use development-time search or learning to improve an asset that can shape later ex-
ecutions. In this survey, the category covers reusable prompts, decision policies, compound workflows, and
experience-derived skills. Learning alone does not determine the category. A learned mechanism whose pri-
mary output is a collaboration graph belongs to Topology, while one that selects the information or system state
used by the current request belongs to Runtime.

We organize optimizationmethods by the object they improve. PromptOptimization changes agent instructions
within a largely fixed workflow. Workflow Search treats the execution program as the search object. Policy
Learning trains sequential decisions rather than selecting a complete program explicitly. Continual Learning
updates reusable assets from experience accumulated across requests.

Reuse creates a lifecycle trade-off. Search and training may consume substantial resources before deployment,
even when the resulting system is inexpensive to run. The relevant efficiency gain therefore depends on both
the deployed operation and the number of subsequent requests over which the development cost is amortized.
Re-optimization after task, model, or environment changes shortens this effective reuse horizon.

5.3.1 Prompt Optimization

Multi-agent prompts are coupled through the execution workflow. Changing one role alters the information
received by subsequent roles, so an intermediate response that appears locally stronger need not improve the
final result. Prompt optimization must therefore evaluate prompts through their contribution to system-level
performance.

MAPGD addresses this coupling by assigning prompt-refinement objectives to specialized agents [51]. These
agents produce textual pseudo-gradients that are coordinated in a shared semantic space before candidate
prompts are generated and selected through a bandit mechanism. The method therefore handles conflicting
updates without optimizing each role independently.

The Prompt optimization panel of Figure 10 shows the resulting resource trade-off. Under the reported 50-query
protocol, MAPGD improves average F1 from .83 to .87 while reducing calls from 962 to 643 and tokens from
256k to 236k relative to ProTeGi, a single-agent automatic prompt optimizer baseline based on textual gradients
[139]. Its wall time nevertheless increases from 159.4 to 201.5 seconds. MAPGD therefore improves model
usage under this protocol, but not every optimization resource simultaneously.

MAPRO formulates coupled prompt optimization as maximum-a-posteriori inference and applies topology-
aware belief propagation [243]. MASPOB instead combines a UCB bandit with a topology-aware GNN surro-
gate and coordinate ascent [62]. Both methods retain the workflow topology while modeling how that topology
couples the prompts being optimized.

Other approaches differ mainly in how they evaluate and explore candidate prompts. MASPO measures each
prompt through its downstream contribution and performs an evolutionary beam search [189]. MA-SAPO uses
multiple agents to interpret evaluation results and convert them into prompt-revision guidance [152]. These
approaches extend prompt optimization from isolated textual quality to the effect of each instruction on the
complete team.

MAS-PromptBench examines whether local prompt improvements transfer to system-level performance [2]. Its
results reinforce the need to distinguish prompt quality from workflow quality: the same prompt can behave
differently when its downstream recipients or communication paths change.

The main setup cost of this family comes from generating and evaluating candidates. A method may discover
prompts that improve quality at unchanged deployment cost, or prompts that preserve quality with shorter
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Figure 8 Optimization methods for efficient LLM-based MAS. Prompt optimization refines the instructions of agents,
workflow optimize the entire execution program, policy learning improves the policy behind sequential decisions from
rewarded rollouts, and continual learning distills accumulated experience into a reusable skill library.

exchanges. In either case, the optimization calls remain part of the lifecycle result even though they disappear
from the final execution trace.

5.3.2 Workflow Search

Workflow search treats the execution program as a coupled object. The searched program may change several
components at once, so its benefit cannot usually be attributed to one prompt or one communication edge.

GPTSwarm represents agent systems as optimizable computational graphs and updates both node prompts
and graph connectivity [255]. AFlow searches code-represented workflows through execution feedback [233].
MaAS learns an agentic supernet from which query-dependent systems can be sampled [229]. EvoMAC evolves
collaborative networks from textual feedback, while EvoFlow maintains and evolves a population of heteroge-
neous workflows [64, 227]. Their common output is a reusable execution program rather than a decision limited
to the current message or cache state.

OMAC broadens this search by defining functional and structural dimensions of an MAS and supporting both
individual and joint optimization [96]. Since its search can alter several parts of the system, it is better un-
derstood as workflow optimization than prompt optimization. Its dimension-wise search improves tractability,
while joint refinement captures interactions that isolated updates may miss.

MetaAgent represents an execution program as a finite-state machine [242]. Its states specify agent operations
and its transitions control subsequent execution. The generated object therefore contains state-dependent con-
trol flow and tool use, rather than only a communication graph. Its lifecycle cost includes construction and
refinement of the finite-state machine before it can be reused.

MASS makes coupling across workflow variables explicit [248]. It first optimizes local prompts, then searches
topology and configuration, and finally refines the workflow-level prompts. The Stage returns panel of Figure 10
shows that these stages contribute unevenly: block-level prompt optimization produces the largest reported
improvement, whereas the final global refinement adds less than one point. This result indicates diminishing
returns within the reported MASS search process, although it does not establish the same ordering for other
workflow spaces.

Workflow search can improve the final deployment point while consuming many development evaluations.
The Lifecycle trade-off panel of Figure 10 retains both quantities for MASS: stronger MATH performance is
associated with greater optimization expenditure, while marker area records the resulting per-query inference
cost. The panel therefore separates the cost of discovering a workflow from the cost of executing it.

The Design and deployment panel provides a second lifecycle view. MetaAgent records both construction and
execution tokens for its software and machine-learning task batches. It achieves the highest reported task score
and the lowest recorded token total in that comparison. However, the human design effort used by MetaGPT
is not tokenized, so the panel supports automated construction under the reported accounting boundary rather
than a general claim that human design cost has been eliminated.
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A reusable workflow can also become obsolete. Changes in the model pool or tool interface may alter the
ordering discovered during search. Transfer across tasks and model families is therefore stronger evidence of
reuse than repeated gains after benchmark-specific optimization. This largely remains as an open challenge.

5.3.3 Policy Learning

Policy learning trains decisions made along a collaboration trajectory instead of selecting one complete work-
flow in advance. The learned policy may control communication, delegation, or organizational actions while
retaining the surrounding execution framework.

OPTIMA trains communication behavior with objectives that combine task effectiveness and token efficiency
[21]. Its iterative data generation and preference-training process moves cost to development time, while the
resulting communication policy changes the length and content of deployed exchanges. The reported Pareto
trade-off therefore concerns a learned policy rather than direct prompt compression.

MAGRPO formulates language-model collaboration as cooperative MARL and extends group-relative policy
optimization to multi-agent trajectories [108]. CoLLM compares centralized and decentralized actor–critic
training [109]. Its centralized critic is more stable in the reported sparse-reward settings, while deployment
remains decentralized.

Embodied systems expose resources beyond tokens. ReAd learns a critic-based advantage function for multi-
agent planning [241]. It reduces environment steps on its Overcooked-AI and RoCoBench variants and reduces
LLM-query rounds on the latter. Dr. MAS addresses instability in multi-agent GRPO through agent-wise ad-
vantage normalization [38]. These results concern interaction efficiency and optimizer stability rather than the
same resource coordinate.

MARCH uses asymmetric information during training to improve factual grounding [101]. A Proposer converts
a Solver response into verifiable propositions, and a Checker compares them with retrieved evidence. Since
these roles generate a training signal, the downstream object being evaluated is the learned policy rather than
an online three-agent pipeline. MARCH therefore demonstrates information asymmetry as an optimization
mechanism, not the deployment efficiency of keeping all three roles active.

Other methods learn decisions about delegation and organizational control. CORL conditions a centralized
controller on a deployment budget, while LEMON learns executable orchestration from counterfactual feedback
[22, 76]. EvolveRouter jointly improves routing and the prompts used by the routed agents [67]. Agent Q-Mix
learns team-level action selection [73]. These methods differ in their action spaces, but their common output
is a reusable decision rule.

Credit assignment remains a central difficulty. A shared terminal reward does not directly identify which agent
action or exchange produced the gain. Centralized critics can use joint information during training, whereas
decentralized critics better match the observations available during deployment. The comparisons in CoLLM
and Dr. MAS show that training stability and deployment structure must be considered separately [38, 109].

Policy-learning efficiency also has three distinct levels. Sample efficiency concerns the experience required
to learn the policy. Optimization efficiency concerns the resources consumed by training, while execution
efficiency concerns the deployed trajectory. Improvement at one level does not imply improvement at the
others.

5.3.4 Continual Learning

Continual learning changes when optimization occurs. Instead of producing one fixed asset before deployment,
these methods use experience from completed requests to revise future behavior. The reusable object may be
a skill, memory-derived procedure, or broader team strategy, but not merely the topology prior covered in
Section 5.

MetaTeam performs post-task collaboration over the agents’ execution experience and turns the resulting feed-
back into reusable system improvements [53]. Its updates can affect agent behavior and team-level coordina-
tion, so it is broader than a topology adaptation method.
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SkillGraph attaches reusable skills to a multimodal collaboration graph [126]. G-Memory and LEGOMem
become continual mechanisms when stored traces or procedures alter later team behavior, rather than only
supplying context to the current request [49, 228]. Counterfactual planning with agentic memory similarly
retains experience that can modify subsequent collaboration [24].

Human-in-the-loop adaptation introduces an external source of persistent feedback [206]. Its efficiency depends
on whether delayed corrections improve enough future requests to repay the required human effort. This differs
from asking a human to repair only the current answer.

The boundary with Runtime lies in what changes across requests. Retrieving an existing memory item for the
current execution is a runtime state decision. Updating a reusable skill, procedure, or policy from accumulated
experience is continual optimization. A system may perform both, but their construction and per-request use
represent different costs.

Continual efficiency is therefore longitudinal. A reusable asset is beneficial only when later improvements repay
its construction and maintenance, and when it remains useful after task or model changes. Transfer without
rebuilding the asset provides stronger evidence of continual learning than repeated optimization on the same
benchmark.

6 Evaluation

Evaluation applies the concepts defined in Section 3 to the analysis of prior empirical studies. We organize ex-
isting evaluation practices along five complementary dimensions: resource measurement, comparison design,
benchmark coverage, process analysis, and trade-off reporting. Together, they connect an intervention in G to
its observed effect on Q and c, while clarifying the attribution, scope, and practical significance of that effect.

6.1 Resource Measurement

Resource measurement first distinguishes configured budgets from realized consumption. A reasoning-token
limit constrains only one coordinate and does not determine the complete prompt, model calls, or execution
time; this distinction is also visible in controlled SAS–MAS comparisons under requested reasoning budgets
[169]. Trace-based analyses such as AgentTaxo [179] and token-economics audits [149] further show that
resource use can be distributed unevenly across workflow components. We therefore interpret efficiency claims
using usage recovered from τ together with direct system measurements.

Recovering these quantities is not sufficient; they must also be aggregated under a consistent counting boundary.
A message inserted into a later prompt is already included in Tprompt and should not be added again to the token
total. Message volume and interaction structure can still be reported separately to explain where resource use
originates. Calls introduced by orchestration must likewise be assigned to the component that invokes them
rather than attributed only to worker agents.

This accounting boundary also extends across the system lifecycle. TopoPrior [237], for example, reports online
token reduction together with the workload required to recover its training expenditure. More generally, search
or training contributes to C

(u)
design, whereas operations performed for a request contribute to C

(u)
run . Monetary cost

is then obtained by applying a stated price schedule to measured usage; it is a valuation of resource consumption
rather than an independent physical resource.

6.2 Comparison Design

Once resources are measured consistently, an efficiency claim still requires an appropriate counterfactual.
The baseline should follow the claimed contribution. A method that improves an existing workflow can be
compared with the corresponding unmodified MAS. By contrast, a claim about collaboration itself requires a
single-controller alternative with comparable access to models, tools, information, and test-time computation.
A one-shot baseline cannot separate collaboration from the additional capabilities or resources introduced by
the evaluated system.
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Table 3 Benchmarks in the surveyed corpus by workload family. The Quality metric column states the reported score
and the quantity it measures. The Tokens, Latency, and Cost columns mark how often the surveyed evaluations on a
benchmark family also report that realized resource coordinate, and the Corpus use bar indicates how many surveyed
works are evaluated on the family.

Benchmark Quality metric To
ke
ns

La
te
nc
y

C
os
t

Corpus use

Static knowledge and reasoning QA
MMLU [57]; MMLU-Pro [186] MCQ accuracy 3 ◦ ◦
GPQA(-Diamond) [145] MCQ accuracy ◦ 3 ◦
StrategyQA [44]; CSQA [165]; ARC [26] accuracy ◦ ◦ ◦
BBH [163]; MuSR [162]; LogiQA [106] accuracy ◦ — ◦

Mathematical reasoning
GSM8K [27] exact-match accuracy 3 ◦ ◦
MATH; MATH-500 [58] exact-match accuracy 3 ◦ 3

MultiArith [148]; SVAMP [137]; AQuA [104] accuracy 3 ◦ ◦
AIME; AMC; OlympiadBench [54] exact match; pass@1 3 ◦ 3

Code generation and software engineering
HumanEval [20] pass@1 3 ◦ ◦
MBPP [1] pass@1 3 ◦ 3

LiveCodeBench [69]; APPS [56]; CodeContests [99] pass@1 3 ◦ ◦
SWE-bench [75] % resolved ◦ ◦ 3

Retrieval, long context, and memory
HotpotQA [208] EM / answer F1 3 3 ◦
2WikiMultihopQA [59]; MuSiQue [171] EM / F1 ◦ 3 ◦
TriviaQA [78]; NQ [85]; FEVER [168] EM; label accuracy 3 3 —
InfiniteBench [239]; LongBench [4]; LoCoMo [118] retrieval acc.; QA F1; ROUGE 3 3 3

Interactive, embodied, and social environments
GAIA [122] exact-match accuracy 3 ◦ 3

WebShop [209]; AppWorld [172]; TravelPlanner [196] reward / success 3 ◦ ◦
ALFWorld [158]; VirtualHome; ScienceWorld [180] success rate 3 ◦ ◦
WebArena [249]; WorkArena [32]; OSWorld [197]; τ -bench [211] programmatic success — — —
Minecraft (Voyager [175]; building [253]) items unlocked; success 3 ◦ 3

TDW-MAT; C-WAH [230]; Overcooked-AI [11] transport rate; steps 3 ◦ 3

SOTOPIA [251] judge scores — — —

MAS-oriented instruments
MultiAgentBench [253]; BattleAgentBench [182] milestone / KPI scores — — —
MALLM [5] QA accuracy — — —
MAST [12]; Who&When [235] coverage; attribution acc. — — —
AgentCollabBench [120]; MASPromptBench [2] task success; robustness delta — — —

3 = reported by at least half of the surveyed uses on the family; ◦ = reported by a minority; — = rarely or never reported.

Corpus use: 1–6; 7–10; 11–15; 16–30; 31+ surveyed systems.

After the baseline is chosen, mechanism attribution requires a controlled change to the execution graph. In the
notation of Equation 8, an ablation should modify the relevant component of G—one of V , E, {mi}, {hi}, or
π—while holding the others fixed where possible. Paired traces strengthen this comparison by preserving the
query, available evidence, and resource budget while changing only the organizational decision under study.

A controlled ablation at one operating point does not establish general scaling behavior. An evaluation of 260
configurations shows that MAS gains vary across models and task conditions rather than following agent count
alone [82]. Effective-team-size analysis further finds diminishing marginal participation as teams grow [8],
while information-bottleneck analysis shows that relay loss can offset the benefit of decomposition [217]. One-
Flow [199] supplies a shared-state, single-model counterfactual and executes some homogeneous workflows
more cheaply in its evaluated settings. These results favor comparisons across multiple operating conditions
over a universal scaling curve.
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Evaluation platforms provide the configurations needed for such comparisons. MultiAgentBench [253] com-
pares several communication topologies, while MALLM [5] varies both interaction and decision protocols.
These platforms support mechanism ablations, but differences in task score constitute efficiency evidence only
when the corresponding resource use is also measured.

6.3 Benchmark Coverage

After a comparison isolates the target mechanism, benchmark coverage determines how far the resulting claim
can be generalized. Short-form tasks simplify resource accounting but reveal little about sustained coordina-
tion. Interactive environments expose this overhead more directly, although their results are more sensitive to
environment variability.

Existing evaluation infrastructures differ in the behavior they emphasize. AgentBench [111] spans multiple agent
environments, while AgentBoard [116] adds trajectory-level progress and failure analysis. AgentGym [195]
provides environments for agent evolution. MAS-focused suites examine interaction more directly: Multi-
AgentBench [253] and BattleAgentBench [182] evaluate cooperative or competitive behavior, whereas SO-
TOPIA [251] targets social interaction. AgentCollabBench [120] focuses on cases in which individually capable
agents still collaborate poorly, and MAST [12] attributes failures from execution traces.

Tool-mediated suites expose a different operating regime. GAIA [122] evaluates general assistance, while We-
bArena [249], WorkArena [32], and OSWorld [197] require interaction with web or desktop environments.
τ -bench [211] evaluates policy-constrained tool use.

Table 3 summarizes the workloads, quality metrics, and resource reporting in the surveyed studies. Evalua-
tion remains concentrated on static short-form tasks, particularly knowledge MCQA, function-level code, and
grade-school arithmetic. These studies commonly report tokens but seldom measure latency or monetary cost.
The latter measurements appear more often in long-context or tool-mediated settings. Live web and desktop
benchmarks remain rare, leaving much of the operational overhead outside the current evidence base.

6.4 Process Analysis

Once benchmark coverage establishes where a result is observed, process analysis examines how that result
is produced. Endpoint quality alone cannot identify the information path responsible for the final answer.
GEMMAS [87] represents agent interaction as a DAG and measures both information diversity and unnecessary
paths. On GSM8K, systems separated by only 2.1% in task score exhibit substantially different interaction pat-
terns. Information-propagation analysis provides a related view by tracking how topology affects the evidence
received and retained by agents [154].

Graph-level evaluation connects these process measurements to system outcomes. Graph-of-Agents [221] com-
bines graph construction with iterative message passing and refinement. On MMLU-Pro, its GoA-Max config-
uration improves accuracy over MoA while reducing calls, tokens, and execution time; Figure 9 preserves
these reported coordinates and will be discussed in detail in Section 7. DySCo [45] instead constructs sparse
consensus using reliability and resource signals.

Execution traces provide a finer view of the same process. Participation records show which agents were active,
while provenance traces reveal how evidence reached the final decision. Timing and failure labels locate the
critical path and quantify the work performed before recovery or termination. When paired with a controlled
intervention on G, these measurements connect observed resource changes to specific organizational decisions.

Resource attribution adds a component-level view. AgentTaxo [179] identifies where tokens accumulate within
a workflow, while software-agent audits examine the cost of orchestration and tool interaction [3, 149]. Token-
economics analysis further maps trace-level usage to endpoint prices and workload characteristics [23]. Com-
bining usage records with failure labels distinguishes productive control overhead from work that does not alter
the outcome.
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6.5 Trade-off Reporting

Trade-off reporting examines how observed quality changes with resource availability. For a per-request resource
coordinate ck and evaluation queries {xi}Neval

i=1 , an evaluated system produces the empirical operating point

Q̂(G) = 1

Neval

Neval∑
i=1

Q
(
G(xi), xi

)
, ĉk(G) =

1

Neval

Neval∑
i=1

ck
(
G(xi), xi

)
. (21)

Repeating this calculation for configurations evaluated at different budgets yields a response curve over quality
and realized resource use.

A response curve traces one resource coordinate at a time. When several coordinates vary together, configura-
tions can instead be compared through their Pareto relation. A configuration is dominated if another provides
no lower quality, consumes no more of every measured resource, and is strictly better on at least one of these
dimensions. Frontier membership should account for paired uncertainty when quality differences are small.

Both response curves and Pareto sets depend on how results are aggregated. Macro averaging weights tasks
or benchmarks equally, whereas micro averaging weights individual examples. Resource totals may therefore
use a different denominator from the reported quality score. The AgentDropout reconstruction in Figure 3, for
example, retains the reported six-task macro score and presents token reductions separately for each backbone.

For methods with offline optimization, the deployment frontier captures only the online portion of the trade-off.
Lifecycle reporting relates C(u)

design to C
(u)
run through the break-even workload n⋆ under a common accounting

unit. TopoPrior [237] provides one example by reporting online token reduction together with the workload
required to recover its training expenditure. If a task or model change requires re-optimization, the additional
design cost changes the corresponding n⋆.

7 Evidence Synthesis

Following the taxonomy in Section 5, this section synthesizes how topology, runtime control, and reusable
optimization affect the quality–resource trade-off. Quantitative results retain the baseline and denominator
used in their original studies.

7.1 Topology Findings

Topology studies show that graph organization can affect both task quality and resource use. G-Designer [226]
compares four graph families at matched agent counts in its MMLU scaling experiment, thereby controlling for
team size within each comparison. Graph-of-Agents [221] evaluates GoA against MoA across six benchmarks
and additionally reports calls, tokens, and latency on MMLU-Pro. Figure 9 presents these as two distinct within-
study comparisons: graph-family scaling in G-Designer and system-level operating points relative to MoA.

Panel A compares graph families at matched agent counts, showing that G-Designer’s advantage is not explained
by a smaller team [226]. It achieves the highest MMLU accuracy at every reported scale. At 20 agents, G-
Designer reaches 77.82% accuracy with 1.85 million prompt tokens, whereas GPTSwarm reaches 75.38% with
30.32 million. This amounts to a 2.44-point accuracy gain and a 93.9% reduction in prompt tokens. Relative to
Chain, G-Designer uses approximately 34% more tokens but improves accuracy by 5.84 points, indicating that
graph construction reallocates communication rather than simply minimizing it.

Within the same MMLU experiment, the benefit of increasing team size also varies by graph family. Scaling
G-Designer from 5 to 20 agents improves accuracy by 4.62 points, compared with gains of 0.61–2.83 points
for Chain, Complete, and GPTSwarm. The constructed graph therefore makes more effective use of additional
agents over the reported range.

Panel B compares the two Graph-of-Agents variants with MoA across six benchmarks [221]. Both variants
improve the reported task scores, with gains ranging from approximately 0.9 to 8.8 points. GoA-Mean performs
better on GPQA, MATH, and HumanEval, whereas GoA-Max leads on MMLU, MMLU-Pro, and MedMCQA.
The preferred aggregation rule consequently varies with the task.
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Figure 9 Graph organization within matched studies. A: G-Designer operating points from its GPT-3.5 MMLU scaling ex-
periment; labels denote agent count [226]. B: GoA-Max and GoA-Mean score changes relative to the same MoA baseline
across six benchmarks. C: MMLU-Pro accuracy, calls, tokens, and latency for the three reported systems; marker area de-
notes latency. D: The resource values in C normalized by MoA [221]. Panel D is a normalized view of the same experiment,
not additional evidence.

Panels C and D relate these gains to deployment resources. On MMLU-Pro, GoA-Max raises accuracy from
53.33% to 54.78% while reducing calls from 19 to 11, tokens from 56.05k to 19.18k, and latency from 240.26 to
100.43 seconds [221]. The corresponding reductions are approximately 42%, 66%, and 58%. GoA-Mean also
improves accuracy, but GoA-Max provides the stronger reported operating point on all four coordinates in this
setting. The different reduction rates illustrate that token, call, and latency changes remain distinct effects.

These studies identify two complementary effects of topology optimization. G-Designer shows how the connec-
tion pattern changes communication and quality at a fixed team size, while Graph-of-Agents shows how graph
organization can shift several deployment coordinates together. The observed gains may arise from improved
information paths, fewer model invocations, or changes in coordination; matched graph and resource ablations
distinguish these contributions.

7.2 Runtime Findings

Runtime methods control the work realized after an organization has been selected. Their effects occur at
different system layers, ranging from the context processed by a model to the state reused by the serving system.
Figure 7 separates these effects according to the resource boundary directly changed by each method.

The Context control panel compares role-scoped context with alternative tool-planning strategies. Smurfs [17]
achieves a 57.4% pass rate on StableToolBench, compared with 55.4% for DFSDT, while reducing tokens per
query from 20.7k to 8.1k. Its tokens per tool request also fall from 1,743 to 459. Smurfs therefore improves both
reported quality and token use relative to DFSDT. ReAct uses fewer tokens per query at 6.5k, but its pass rate
is 13.0 points lower than that of Smurfs. The three operating points illustrate a quality–token trade-off: ReAct
minimizes token use, whereas Smurfs obtains higher task success at additional cost.

The Compact exchange panel concerns the representation transmitted between agents rather than the context
assigned to each role. EcoLANG [123] replaces natural-language interaction with an induced compact com-
munication language. On PHEME, it reduces generated responses by 20.3%, accumulated prompts by 2.6%,
and completions by 8.8%. The corresponding reductions on HiSim are 24.7%, 4.7%, and 16.6%. Prompt sav-
ings are consistently smaller because compacting a new message does not remove the instructions and earlier
history already included in the receiver’s context. The comparison with Smurfs thus identifies two different
mechanisms: role-scoped context control limits what an agent receives, while compact exchange shortens
what agents transmit.

The Model routing panel pairs the cost saved by CASTER [110] with its quality change relative to an always-
strong-model baseline. On software tasks, CASTER reduces dollar cost by 54.3% but loses 2.5 quality points.
Across the other three domains, cost reductions range from 23.4% to 45.3%, while quality changes remain
between −0.5 and +0.7 points. The largest saving is therefore associated with the largest quality loss, whereas
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Figure 10 Optimization gains with setup cost retained. (a) MAPGD relative to ProTeGi under the reported 50-query
protocol [51]. (b) MASS performance after agent-prompt optimization (APO), block-prompt optimization (1PO), topology
optimization (2TO), and final workflow-prompt optimization (3PO). (c) Reported optimization cost and MATH accuracy for
the same study; marker area denotes inference cost per query [248]. (d) MetaAgent design and deployment tokens for the
reported software and ML task batches; bar-end labels report total tokens and quality [242].

the science and security settings retain modest quality gains at smaller savings. These domain-specific operating
points make the value of routing dependent on the quality constraint imposed by the workload.

The Shared state panel measures a serving-level intervention. TokenDance [10] reports 11.2× and 17.5× com-
pression of the mirror cache for the two plotted model sizes. Once the shared master cache is included, the
corresponding total memory reductions for the illustrated ten-agent deployment are approximately 5.5× and
6.6×. The same study reports system-level maxima of 1.9× faster prefill, 2.3× end-to-end speedup, and 2.7×
higher agent concurrency. KVCOMM [213] addresses a related source of overhead by reusing KV state across
contexts. These mechanisms reduce duplicated serving work while leaving the logical number of agent deci-
sions unchanged.

Figure 11 provides two counterfactual views of execution cost. MapCoder [68] serves as a capability-oriented
reference: across its ten model–dataset settings, it uses approximately 8.7× to 43.7× as many tokens as direct
prompting and makes 8–23 API calls per problem. Its reported accuracy improvement ranges from 2.5% to
135.1%, but does not grow monotonically with token use. Additional inference therefore produces strongly
task-dependent returns.

The OneFlow panel [199] provides a single-model, shared-state counterfactual to multi-agent workflow exe-
cution. Applying this execution scheme to AFlow-designed workflows saves up to 63.1% in cost, although the
largest savings coincide with score losses of 2.0–3.7 points on DROP and HotpotQA. Workflows constructed
by OneFlow show a different pattern: all six plotted scores are preserved or improved, with cost savings rang-
ing from 0% to 37.9%. This contrast links the success of shared-state execution to whether the workflow was
designed for that execution model.

Across these comparisons, runtime control changes the location and form of computation rather than one
common notion of activation. The figures distinguish receiver-side context, routed model expenditure, and
reusable serving state, allowing each result to be interpreted on its corresponding quality–resource axis.

7.3 Optimization Findings

Optimization methods spend resources during development to improve later execution. The resulting deploy-
ment trace reflects only part of the cost, since the selected configuration must first be generated and evaluated.
Figure 10 presents this trade-off through paper-specific comparisons rather than treating the four panels as a
cross-paper ranking.

The Prompt optimization panel compares MAPGD [51] with ProTeGi under the reported 50-query protocol.
MAPGD reduces token usage from 256k to 236k and model calls from 962 to 643, corresponding to reductions of
7.8% and 33.2%. Average F1 simultaneously rises from 0.83 to 0.87, and the reported normalized F1-per-token
measure increases from 3.24 to 3.69. Wall time, however, grows from 159.4 to 201.5 seconds. MAPGD therefore
occupies a better quality–token and quality–call operating point, while ProTeGi remains faster in elapsed time.

The Stage returns panel follows the ordered optimization pipeline of MASS [248]. Its mean score across
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eight tasks increases from 63.54 for the initial system to 67.44 after agent-prompt optimization. Block-level
prompt optimization produces the largest improvement, raising the score to 74.56. Topology optimization then
raises the mean score from 74.56 to 77.55, and final workflow-prompt refinement increases it further to 78.40.
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Since these stages are cumulative and
executed in a fixed order, the panel
measures the marginal return along the
reported pipeline. Most of the observed
improvement is obtained before the final
workflow-level refinement.

The Lifecycle trade-off panel relates the
final MASS configuration to both devel-
opment and deployment expenditure.
MASS reaches 81.0% MATH accuracy
after approximately $5.09 of optimiza-
tion, with an inference cost of about
$0.0014 per query. In the reported
comparison, it achieves higher accuracy
than ADAS while using slightly less op-
timization and per-query inference cost.
The self-consistency baseline occupies a
lower-cost point at approximately $0.0004 per query, but reaches only 71.3% accuracy and has no separately
reported optimization expenditure. The panel therefore distinguishes the cost of constructing a workflow from
the cost of executing it after construction.

The Design and deployment panel provides a token-level view of automatic system construction. On the
software workload, MetaAgent [242] uses approximately 5.4k design tokens and 42.4k deployment tokens,
reaching a quality score of 0.85. Its combined total of 47.8k tokens is lower than the reported totals for MetaGPT
and AutoAgents. On ML Bench, MetaAgent uses 6.2k design tokens and 39.7k deployment tokens, for a total
of 45.9k and a quality score of 0.83. Within the paper’s accounting, MetaAgent combines higher task quality
with lower reported token use than the plotted alternatives, although MetaGPT’s human design effort is not
represented in token units.

These panels show that optimization changes both the deployed configuration and the stage at which its cost
is paid. The central lifecycle variable is reuse: development expenditure can be recovered only across re-
quests for which the learned prompt, workflow, or policy remains applicable. Transfer across tasks, models,
and tools therefore determines whether a better deployment operating point becomes an end-to-end efficiency
improvement.

7.4 Cross-Layer Effects

The three control points identify a method’s primary intervention rather than mutually exclusive system layers.
A topology change reshapes the operations available during execution, and the resulting traces may later guide
optimization. Optimization may then produce a new graph or runtime controller. We therefore classify each
method by what it directly produces, while tracing its effects across the system.

The result figures show this coupling at different stages. Figure 9 demonstrates that graph organization can
change task quality and several deployment resources simultaneously. Figure 7 locates runtime savings at
distinct boundaries, from model context to serving state. Figure 10 extends the comparison to the development
work required before deployment. Read together, the figures connect organizational choice, realized execution,
and reusable design.

Cross-layer methods also make causal attribution more difficult. A graph generator may change both roles and
communication links, while workflow search may alter the complete execution policy. The stages reported by
MASS [248], for example, are cumulative and executed in a fixed order. Their increments describe the returns
along the optimized pipeline rather than independent effects of its components. Without matched component
ablations, the complete workflow is the appropriate unit of interpretation.
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The empirical results also show how expenditure moves across resource coordinates and lifecycle stages.
MAPGD [51] reduces model calls by 33.2% but increases wall time by approximately 26.4%. CASTER [110]
reduces model expenditure with workload-dependent changes in quality. At a lower system layer, Token-
Dance [10] reduces cache memory without changing the logical agent workflow, whereas MetaAgent [242]
incurs design tokens before deployment. Cross-layer analysis therefore asks not only how much work is re-
moved, but also where the remaining work is performed.

7.5 Task Dependence

Matched studies show that the preferred system design changes across workloads. In Figure 9, GoA-Mean pro-
duces larger gains on GPQA, MATH, and HumanEval, whereas GoA-Max performs better on MMLU, MMLU-
Pro, and MedMCQA [221]. The reversal indicates that the aggregation rule interacts with the benchmark rather
than providing a fixed advantage. A similar pattern appears in model routing. CASTER [110] obtains its largest
cost reduction on software tasks, where it also incurs its largest quality loss. Its science and security results
retain small quality gains at lower savings. A broader analysis of 260 MAS configurations further finds that
scaling behavior changes with the model and coordination setting [82]. The preferred configuration is therefore
determined by the specific workload and quality constraint.

Task dependence also changes which resource becomes the main bottleneck. In tool planning, Smurfs [17]
improves pass rate while reducing the context processed relative to DFSDT. Coding workflows expose a dif-
ferent trade-off: the MapCoder comparison [68] shows that additional planning and repair can substantially
increase both calls and tokens. In concurrency-bound deployments, TokenDance [10] instead targets dupli-
cated cache state at the serving layer. Method selection should therefore follow the measured bottleneck of the
target workload rather than its broad task category.

7.6 Evidence Limits

The strongest evidence in the current literature comes from matched comparisons within individual studies.
These comparisons show that topology design can remove redundant interaction, runtime control can reduce
selected execution work, and reusable optimization can improve later operating points. They establish mean-
ingful quality–resource improvements under particular experimental conditions, but do not provide a common
scale for ranking the three method families.

Causal attribution becomes more difficult when an intervention changes several components simultaneously.
Learned topology may modify both team composition and communication, while staged workflow search up-
dates multiple parts of the execution policy. The improvements reported by MASS [248], for example, follow
a cumulative optimization pipeline rather than independent component ablations. MetaAgent [242] presents a
different accounting issue: automatic design tokens are measured, whereas the human effort used to construct
comparison systems is not represented in the same unit. These studies provide evidence for complete systems,
with a narrower basis for attributing gains to individual components.

Reporting conventions create an additional barrier to aggregation. Most studies measure only a subset of c,
and Cdesign is included less consistently than deployment cost. The figures in this survey therefore preserve
each study’s baseline, workload, and accounting unit. They summarize within-study movements in quality
and resources instead of combining paper-specific percentages into a single efficiency score. The unresolved
questions of standardized accounting, causal attribution, and cross-setting transfer motivate the open problems
discussed in Section 8.

8 Open Problems

The preceding sections identify five priorities for future research, which will be discussed in the following
subsections. Comparable evaluation and end-to-end accounting concern whether an efficiency gain can be
measured consistently. Adaptive control and transfer under drift ask whether that gain can be preserved as
requests, models, and environments change. Causal attribution concerns which component of an MAS actually
produces the observed improvement. The following subsections formulate these priorities as concrete research
questions and outline evaluation protocols that can be implemented with current models and benchmarks.
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8.1 Comparable Evaluation

Comparable evaluation requires consistent budgets, baselines, and accounting boundaries. A fixed thinking-
token limit does not ensure equal total tokens or model calls [169]. Results from large configuration studies
also vary with the underlying model and task [82]. Comparisons that leave these factors uncontrolled cannot
determine whether an observed gain comes from the efficiency mechanism or the experimental setup.

The baseline should correspond to the claim being tested. A method designed to improve an existing workflow
can be evaluated against the unmodified MAS. A broader claim about collaboration requires a single-controller
baseline with comparable access to models, information, and tools. Such a baseline may still use repeated
sampling [183], tool interaction [210], or search [83] when these capabilities are available to the MAS.

Existing benchmarks provide the components needed for a shared protocol. AgentBench [111] supplies inter-
active environments, while AgentBoard [116] supports trajectory-level analysis. Web and desktop interaction
is covered by Mind2Web [30], WebArena [249], WorkArena [32], and OSWorld [197]. Controlled MAS com-
parisons are supported by MultiAgentBench [253], BattleAgentBench [182], and MALLM [5].

A practical evaluation protocol could select representative tasks from these suites and use a fixed model pool
to compare topology, runtime, and optimization methods. Each run should release the observed task utility Q,
the relevant coordinates of c, and Cdesign when offline construction is involved. Repeated runs across resource
budgets would then produce quality–resource curves with uncertainty. These curves, indexed by task andmodel
setting, would provide the common empirical basis needed for comparing efficiency mechanisms.

8.2 Adaptive Control

Themarginal value of collaboration varies across requests andmay change during execution. A hybrid SAS–MAS
cascade demonstrates request-level escalation [42]. Related mechanisms appear in FrugalGPT [19], preference-
trained model routing [130], and the next-agent policy of AnyMAC [181]. The open problem is to predict
whether the expected utility of another collaborative action exceeds its incremental resource cost. This decision
should be repeated during execution so that an active team can continue, escalate, or stop as new information
becomes available.

Verification provides a concrete setting for this controller. Structured critics [131] and the evidence-grounded
checker in MARCH [101] offer additional reliability at an added execution cost. SupervisorAgent [103] instead
invokes supervision selectively. A practical experiment should execute the same requests under the learned
controller, fixed always-on and never-on policies, and an oracle derived from counterfactual outcomes. All
variants should receive the same verifier and evidence access. Comparing predicted and realized gains would
measure controller calibration, while regret and gate overhead would quantify the cost of incorrect decisions.
This protocol directly tests whether adaptive control concentrates collaboration on requests for which its realized
benefit exceeds its added cost.

8.3 Transfer under Drift

Reusable optimization is efficient only when its output remains useful beyond the setting in which it was con-
structed. MASS [248] and MAPRO [243] jointly optimize prompts and workflow structure. MASPOB [62] and
MASPO [189] instead use system-level feedback to improve prompts. TopoPrior [237] and OFA-MAS [98] move
toward organizations that can be reused across tasks or domains. The open problem is whether these config-
urations remain effective after changes to the model pool, tool interface interface, or workload distribution.
Changes in deployment prices may further alter which configuration is economically preferable.

Transfer under drift should be studied over evolving deployment conditions rather than a single source–target
split. The central question is how long an optimized configuration preserves its quality–resource advantage and
how much re-optimization is required when that advantage degrades. Evaluation should therefore distinguish
direct transfer from continual reconstruction and include every update in the lifecycle cost. Break-even analysis
must also extend across the deployment horizon, since repeated adaptation can gradually offset the savings
obtained from reuse.
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8.4 Causal Attribution

Current endpoint results rarely identify why an organization works. Improvements may come from the graph, the
prompts attached to its roles, unequal model access, or additional samples. Formal analyses of decomposition
motivate modular execution under restricted assumptions [191], while code systems such as AgentCoder and
SWE-agent show that interfaces and verifiers strongly affect practical decomposition [66, 204]. Information-
propagation analysis and GEMMAS provide structural diagnostics [87, 154], and MALLM exposes configurable
personas and decision protocols [5]. These tools do not yet connect structure to a causal effect on quality and
cost.

Paired trace interventions offer a feasible path forward. Researchers can freeze agent outputs and replay them
through another graph, remove or paraphrase one message, randomize an edge at matched degree, or let one
controller execute the same decomposition and tools. Calls and token budgets should remain fixed during the
intervention. Such experiments would reveal whether a method benefits from information routing, compute
allocation, role instructions, or decomposition itself, and whether the learned organization is stable across
seeds and model replacement.

8.5 End-to-End Cost

Application-level tokens describe only part of deployment. A sparse message graph can still duplicate pre-
fixes and KV state, while a token-heavy parallel graph may finish quickly at high peak demand. TokenDance
studies collective KV-cache sharing and Token Coherence models artifact synchronization [10, 134]. Long-
lived systems add provenance and maintenance: Generative Agents and Voyager illustrate persistent memory
and reusable skills [135, 175], while RCR-Router selects role- and stage-specific memory views [107]. The
unresolved systems problem is to optimize logical work, state reuse, and scheduling jointly without losing
traceability.

This boundary becomes more important when agents act through tools or physical environments. Cooperative
embodied systems expose observation and action dependencies [119, 230]; ReAd measures interaction steps
as well as LLM-query rounds [241]; and SOTOPIA requires social outcomes beyond task accuracy [251]. Ad-
versarial workflows add another real cost: prompt propagation, indirect injection, and tool exploitation require
detection and recovery [28, 36, 37, 86, 223, 254].

A concrete evaluation can publish the logical trace separately from the serving schedule, replay the same
workflow under different concurrency and cache conditions, and retain tool, recovery, and defense events in
the trace. This would show which savings transfer across hardware and which depend on one deployment. For
persistent or adversarial workloads, provenance retention, stale-state failures, attack reachability, false alarms,
and recovery cost should appear on the same quality–resource frontier as ordinary inference.

9 Conclusion
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Figure 12 Growth of efficiency-oriented MAS research. ArXiv keyword-
search results are shown on logarithmic scales. The 2026 observations are
incomplete and displayed as detached points; search sets may overlap.

This survey organized prior work on ef-
ficient LLM-based multi-agent systems
by the primary control point of each
method. Across these families, effi-
ciency depends on selective collabora-
tion: redundant computation should be
removed without disrupting the infor-
mation paths that create value, while
control overhead and offline investment
must remain part of the reported cost.

The scale of the literature further shows
why efficiency has become a distinct
research problem. Figure 12 reports
that the number of results for “Efficient
Multi-Agent System” increased from 23
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in 2014–15 to 1,582 in 2025–26. The corresponding “Efficient LLM Multi-Agent System” query rose from 13
results in 2022–23 to 728 in 2025–26. These keyword searches are non-exclusive and should not be inter-
preted as unique-paper counts or precise literature shares. Nevertheless, their absolute growth reflects the
rapid expansion of research on the resource demands of multi-agent organization.

Despite this expansion, current evidence remains too heterogeneous to support a universal ranking of efficiency
methods. Most studies establish gains within particular workflows and workloads, while differences in baselines
and accounting boundaries limit cross-paper comparisons. The appropriate reference may be a capable single-
agent system, a fixed multi-agent workflow, or an always-on version of the proposed mechanism, depending
on the claimed contribution. Reliable comparison therefore requires matched access to underlying capabilities
and explicit reporting of both deployment and development costs.

Returning to the question posed in Section 1, prior work identifies concrete conditions under which collabora-
tion can justify its cost and several mechanisms for improving that trade-off. It does not yet provide a general
rule that predicts the best organization across tasks and model pools. An efficient multi-agent system is therefore
not simply one that uses fewer agents, but one whose collaborative contribution and associated cost remain
measurable under its intended operating conditions.
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